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• Big Data analytics
• Extraction of actionable 

information from 
(usually) very large 
datasets, is the subject 
of extreme hype, fear, 
and interest

• It’s not all about 
machine learning

• But some of it is

What this course is about

Data

Processing

Analytics



5What this course is about
• This course is about algorithms
• Historically, the golden standard for algorithms 

has been O(n) (linear time and space)
• However, the data we work with has grown 

much larger than the computer resources:

Source: Dirk Helbing



6Do we need new algorithms ?

• Can't always store all data
Ø online/streaming algorithms

• Memory vs. disk becomes critical
Ø algorithms with limited passes

• N2 is impossible
Ø approximate algorithms

• Human insight is limited
Ø algorithms for high dimensional data



7New algorithms

• We need to think of algorithms 
which limit the access to data

• limited time and/or 

• limited space



8The two cultures

• Build a model of the data: answer 
questions from the model

• The classical approach of statisticians
• Also used in machine-learning community

• Compute answers from data
• The computer-science/algorithmic approach

• Example: given a set of points on a line
• a Statistician would try to fit the best Gaussian to the data
• a Computer Scientist would compute the average



9But we will still use models…

• Often, especially for ML-type algorithms, the result is a 
model = a simple representation of the data

• Example of a model 
• PageRank - number Google assigns to each 

Web page, representing the “importance” of the 
page

• Calculated from the link structure of the Web.
• Summarizes in one number, all the links leading to one 

page
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Computational model

Today

Example: digital twins
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Real World 
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control

Model update

Model input

11

Example: digital twins



12Using such models

• Many of these tasks are impossible at large scale 

• In order to solve these problems, we relax the 
guarantees

• Instead of exact computations, we approximate

• Instead of requiring these approximations to work all 
the time, we require they work with large probability

• One way to approximate is to say
• true answer ≤ output ≤ α ∗ true answer 

• α = 1 + ε, where ε is very small. As ε becomes smaller, the 
output becomes closer to the true answer

• We will require the equation to hold with probability 1 − δ
where δ is a very small number 

• In other words, the approximation holds often
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• Social network 
graphs

• Stream processing
• Sentiment analysis

and tendency
prediction

• Clustering
• Classification
• Recommandation

Lectures outline
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19Course information

• Structure: 7 CMs, 6 TPs
• Lecturers

• Alexandru Costan
alexandru.costan at insa-rennes.fr

• Pedro Paolo Silva (Inria)
pedro.silva at inria.fr

• Grading: evaluation of the TPs
• Website: http://bit.do/algobd

http://bit.do/algobd


20Readings

• Mining Massive Datasets by J. Leskovec, A. 
Rajaraman and J. Ullman

• M.M. Gaber, Scientific Data Mining and Knowledge 
Discovery — Principles and Foundations, Springer, 
New York, 2010.

• P.-N. Tan, M. Steinbach, and V. Kumar, Introduction 
to Data Mining, Addison-Wesley, Upper Saddle 
River, NJ, 2005

• … additional bibliography specific to each lecture
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Social-Network 
Graphs



22Outline

• Graph problems and 
representations

• Structure and specificities of 
social networks 

• Concepts useful for structural
analysis



23What is a graph?



24What is a graph?



25What is a graph processing?

• Graph processing enables 
analytics with a graph as input

• Graph algorithms typically
• extract information from the graph 

structure
• touch a large portion of the input graph
• are executed offline (i.e., batch 

processing)



26Some graph problems

• Finding shortest paths
• Routing Internet traffic and navigation

• Finding minimum spanning trees
• Telco laying down fiber

• Finding Max Flow
• Airline scheduling

• Identifying “important” entities
• PageRank

• Viral propagation

• Bipartite matching
• Tinder



27Representing graphs

Two common representations:

• Adjacency matrix

• Adjacency list



28Adjacency matrices

Represent a graph as an n x n square matrix M
• n = |V|
• Mij = 1 means a link from node i to j

1 2 3 4
1 0 1 0 1
2 1 0 1 1
3 1 0 0 0
4 1 0 1 0

1

2

3

4



29Adjacency matrices: critique

Advantages:
• Easy mathematical manipulation
• Iteration over rows and columns corresponds 

to computations on outlinks and inlinks

Disadvantages:
• Lots of zeros for sparse matrices
• Memory intensive 



30Adjacency lists

Take adjacency matrices… and throw away all the 
zeros

1: 2, 4
2: 1, 3, 4
3: 1
4: 1, 3

1 2 3 4
1 0 1 0 1
2 1 0 1 1
3 1 0 0 0
4 1 0 1 0



31Adjacency lists: critique

Advantages:
• Much more compact representation
• Easy to compute over outlinks

Disadvantage:
• Much more difficult to compute over inlinks



32Graphs are hard!

• Poor locality of memory access
• Very little work per vertex
• Running over many machines makes the 

problem worse
• Graph storage:

• Flat files: no query support
• RDBMS: can store the graph with limited 

support for graph query

• State of the art today:
• Write your own infrastructure
• MapReduce – tends to be inefficient 



33Processing graphs at large 



34Why social graphs are different ?

• Huge graphs
• Asymmetric follow 

relationship: very skewed 
graphs

• Large networks 
demonstrate statistical 
patterns:

• Locality: edges are not 
randomly chosen, but 
tend to cluster in 
“communities”

• Small-world property: 
low diameter = maximum 
distance from any node 
to any other



35Locality

• A graph exhibits locality if
• when there is an edge from x to y 

and an edge from y to z
• then the probability of an edge from x to z is 

higher than one would expect given the 
number of nodes and edges in the graph

• dynamic graphs

• Example: on Facebook, if y is friends with 
x and z, then there is a good chance x 
and z are friends

• Community = set of nodes with an 
unusually high density of edges

x
y

z



36It’s a small world!

• Many very large graphs 
have small diameter 
(maximum distance 
between two nodes)

• Called the small world 
property

• Example: 6 degrees of 
separation

• Example: Most pairs of 
Web pages are within 12 
links of one another

• Yet, there are also pairs 
of pages whose shortest 
path has a length about a 
thousand



37Goals of social graphs analysis

• Finding 
communities

• Subsets of the 
nodes (people or 
other entities that 
form the network) 
with unusually 
strong connections 



38Goals of social graphs analysis

• Finding communities
• Given: a social network
• Output: community membership of 

(some) nodes
• Classical clustering algorithms don’t 

work
• Communities almost never partition the set of 

nodes in a network
• Rather, communities usually overlap
• Usual distance measures fail to represent 

closeness among nodes of a community



39Goals of social graphs analysis

• Measure similarities between nodes

• Neighborhood properties
• Viral marketing: find the coverage of the whole 

network of nodes with the minimum number of 
nodes (i.e., find the “influencers” J )

• Outbreak detection



40What can networks tell us?

• Motivating question: “How do people 
find new jobs?”

• Through acquaintances rather than close friends
• Surprising fact: discovery is enabled by weak ties

• Understanding graph structure affords 
deep insights

• Interplay between sociology and graph 
theory



41Triadic Closure

What are the mechanisms by which node arrive and depart and by 
which edges form and vanish? 

If two people in a social network have a friend in common, then there is 
an increased likelihood that they will become friends themselves at some 
point in the future

BC closes
the triangle



42Triadic Closure

Over time…

… new edges are forming. 

But not all due to triadic closure (e.g. DG)



43Clustering Coefficient

• The probability that two randomly selected friends 
of A are friends with each other

• The fraction of pairs of A’s friends that are 
connected to each other by edges

• For node A
o at a) : 1/6
o at b) : 1/2

• The more strongly triadic closure is operating in 
the neighborhood of the node, the higher the 
clustering coefficient will tend to be



44Reasons for Triadic Clousure

• Opportunity

• Trust

• Incentive



45Bridges

• Definition: a bridge in a graph is an edge whose 
removal disconnects the endpoints.

Bridges are presumably extremely rare in real 
social networks!



46Local Bridges
• Definition: a local bridge in a graph is an edge 

whose endpoints have no common neighbor

• Question: what is the relation of local bridges 
with triadic closure ?



47Types of edges

• Structural approach
• Local bridges or not (triadic closures)

• Interpersonal approach
• Weak or strong

Challenge: how to link them ?



48Strong Triadic Closure Property

• If a node has strong ties to two neighbors, then 
these neighbors must have at least a weak tie 
between them



49Local bridges and weak ties

• Claim: If a node A in a network satisfies the 
Strong Triadic Closure Property and is 
involved in at least two strong ties, then 
any local bridge it is involved in must be a 
weak tie

• Consequence: all local bridges are 
weak ties!



50Strength of weak ties



51Strength of weak ties

• Discovery is enabled by weak ties
• Surprising strength of weak ties!
• Their strategic position enables: early access 

to information, new input (from different 
groups), social gate-keeping

• Simple structural model explains this 
cleanly

• Applies to Twitter/Facebook



52Tie strength on Facebook



53Tie strength on Twitter

• Stronger…
• Directed tweets: @someone

• … and weaker ties
• Followers 

• The number of strong ties remains 
relatively modest
• Bellow 50 even for users with over 1000 

followers


