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Abstract. Within the last decades, the design of more sustainable cities
has emerged as a central society issue. A city, in the early stage of its
design process, is modeled as a balanced set of urban shapes (residential,
commercial, or industrial units, together with infrastructures, schools,
parks) that need to be spatially organized following complex rules. To
assist urban planners and decision makers in this largely manual and
iterative endeavor, we propose the design of a computer-aided decision
tool which first automatically organizes urban shapes over a given empty
territory, and then offer interactive manipulators that allow the experts
to modify the spatial organization, while maintaining relations between
shapes and informing experts of the impact of their choices. We cast
the problem as a Local Search optimization in which we perform a se-
quence of swaps between urban shapes, starting from a random initial
assignment. We extend the algorithm with novel heuristics to improve
computational costs and propose an efficient distributed version. The
same algorithm is used for the automated and interactive stages of the
design process. The benefits of our approach are highlighted by examples
and feedbacks from experts in the domain.

1 Introduction

In a world where more than 50% of the population lives in urban areas and where
United Nations’ projections mention a global urbanization rate of around 70%
for 2050 [1], crucial questions arise on how to develop conditions for a balance
between people, environment and cities. China for example, plans to annually
create 20 whole new cites from now to 2020, around one million inhabitants each,
to accommodate farmers in urban environments [2].

The process of designing whole new cities is by nature a collaborative en-
deavor gathering urban planners and decision makers around a coarse-grain map
of a territory on which to place urban shapes such as centers, industries, hous-
ings, commercial units, public equipments, etc. The number of elements as well
as their spatial layout needs to be strongly guided by a collection of rules related
to social, economic, energy, mobility and sustainability issues.
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Fig. 1. A 4-stage design process of a urban environment (1) Setting contours, proper-
ties, central areas and intensity footprints (2) Computing the number of urban shapes
by level of intensity (3) Automatically positioning urban shapes while enforcing con-
straints and favoring preferences (4) Interactively manipulating urban shapes while
maintaining constraints and preferences. The last two stages are at the core of this
contribution.

The urban planning community actually lacks tools to assist this initial de-
sign process, and the literature is focused on addressing the problem of pre-
dicting the evolution of urban environments. Given a current state, and a set
of evolution rules (land price, employment rate, extension,...), tools such as the
UrbanSim framework compute the evolution of the city using agent-based repre-
sentations [3], or focus on more narrow issues [4]. In computer graphics, multiple
contributions target the creation of new cities [5, 6], however primarily focusing
on computational models capable of encoding the stylistic appearance of the
city (eg. mimicking existing ones), rather than its functional dimensions (some
aspects such as land-use are however addressed, see [7]).

In contrast, the recent work of Vanegas etal. [8], integrate a functional de-
scription of the city by relying of UrbanSim’s evolution models, yet do not offer
any interactive editing tools, and are not designed in mind for urban planners or
decision makers. Finally, some design tools are available to urban planners (such
as CommunityViz [9]1), which offer automated and interactive design tools but
address the problem at a very detailed level. The early stage design process of
urban environments essentially remains a manual editing process.

1 http://placeways.com/communityviz/

http://placeways.com/communityviz/
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In this context, we propose a computer-aided decision tool to assist designers
in their task following a 4-stage process described in Figure 1: (1) the designer
sets city contours, properties, central areas and intensity footprints over a reg-
ular grid (intensity footprints are areas with a given population density); (2) a
knowledge-driven process computes the number of urban shapes of each kind
(housing, industry,...) per level of intensity given an expected employment rate
together with country-specific values; (3) urban shapes are then automatically
positioned on the regular grid while enforcing constraints and favoring prefer-
ences between urban shapes in relation to social, economic and sustainability
issues; (4) the designer then manipulates the urban environment while main-
taining constraints and preferences. This paper focuses on stages 3 and 4.

More specifically, we address the problem of automatically positioning urban
shapes on a territory, and propose a local search method in order to automatically
compute realistic coarse-grain maps, which can then be interactively modified
while respecting some urban constraints. Compared to the state-of-the-art, our
method reduces the amount of information that the user must provide, and
optimizes the land use taking into account multiple constraints and preferences.
One of its key feature is the solver interactive mode, where a user can modify the
solution by hand while the system maintains the constraints in interactive time.
To practically address the issue of scalability, we devised a distributed version of
the solving process. A video detailing results and displaying interactive modes
is available here http://vimeo.com/80211470.

The paper is organized as follows. Section 2 introduces the key concepts ex-
pressed by urban planners, focusing on sustainable land-use. Section 3 describes
our representation of constraints and preferences. Section 4 details our solving
method, based on a distributed Local Search (LS), for generating a good initial
solution and handling interaction. Section 5 presents experimental results, with
a redesign of the Marne-la-Vallée city (east of Paris) which is spread over an
area of 8728 hectares (87.28 km2) with 234 644 inhabitants.

2 A model for early stage design of sustainable cities

The early stage design of a city consists in first selecting the number and the
nature of all urban shapes composing the city and then spatially organizing them
by taking into account environmental, social, mobility and energy aspects, under
the control of a specified employment rate 2, population density and landscape
constraints. This early stage enables decision-makers and stakeholders to be
agree on the broad guidelines of a preliminary project before incurring costs and
time with a quantity survey.

2 The employment rate is calculated by dividing the number of jobs by the working-
age population living in the city. An employment rate close to 1 corresponds to an
ideal situation because each resident can access to a job and housing in the city,
minimizing commuting

http://vimeo.com/80211470
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Fig. 2. Urban forms automatically spread over the experimental area of Marne-la-
Vallée city, taking into account the constraints of sustainable urban development ex-
pressed by urban planners.

2.1 Urban model

In urban planning, modeling consists in simplifying the reality of the world in
order to better understand how decisions and events interact. It allows to test
solutions that may affect political decisions and strategies which may lead to a
desirable future [10]. In this paper, the urban model proposed by urban planners
is based on the core concepts that are blocks, central areas, intensities and urban
shapes incorporating, in a systemic approach, major urban constraints linked to
urban sustainable development.

Block The city block whose outlines are defined by the roads is the finest level of
granularity selected by urban planners. Blocks are represented in grid patterns
with a mesh size of 80 meters long. It is assumed that each city block hosts one
single urban shape (housing, industry, shop, school, etc).

Central area A very important notion for urban planners is that of central area,
a structuring place which gives its name to the neighbourhood. The feeling of
belonging to a neighbourhood coincides with the influence area of the place,
estimated at a 300 meters radius.

Urban shape In our context, a urban shape represents a dominant type of land
use and buildings for a single block. However, the specification of a dominant
urban shape can integrate a degree of mixed use (a portion of housing, com-
merce, etc.). Twenty eight urban shapes have been proposed and organized in
four groups: residential (detached house, town house, intermediary housing, col-
lective housing), economic activity (industrial, craft, commercial, tertiary), in-
frastructure (elementary school, primary school, secondary school, high school,
sports equipment), and fixed elements (roads, unbuildable zones, rivers, rough
terrains, natural areas, railroads, etc).



Interactive design of sustainable cities 5

Intensity Intensity is a scale metric related to the density of the population in
an area. It also translates the notion of activity or liveness of an area High urban
intensity represents a lively neighbourhood, dense, mixed and for which walking
is the simplest way to travel for accessing all the essential urban functions. This
intensity level is located in the city center, while low urban intensity is related
to essentially housing areas. Six intensity levels are defined from 1 for the lowest
intensity to 6 for the highest.

Urban planners and decision makers are responsible for setting levels intensity
and central area locations from the development area. From there, each type and
number of urban shapes to be organized over the city can be computed by the
urban model for each intensity level depending on the employment rate and the
floor areas of each intensity. All these elements will be used as input parameters
for our optimization problem.

3 A constraint model of the urban placement problem

The various constraints that we operate have been formalized from the descrip-
tions provided by urban planners. The urban planners naturally express the
interactions between different areas as location preferences, instead of hard con-
straints (for instance, manufacturing industries prefer to be next to a river and
not far from a highway). We thus translate the constraints into cost-functions
and express the problem as an optimization problem. Yet, there also are hard
constraints which strictly restricts the positions of some urban forms (one does
not place a small house within an industrial area, for instance).

In the end, the urban local problem has a lot of constraints, some of them very
specific. We distinguish in our presentation the most important, core constraints,
which apply to all of the variables, and specific constraints that apply only on
some areas or on some urban forms. In the following, only some cost functions
and constraints are detailed, as many of them are similar. But we first introduce
the representation of the city map and urban forms.

3.1 Grid representation of the city

We represent the city by a regular grid where each cell correspond to a city
block. The goal of the problem is to assign each cell a urban form, among the
possible forms given above. Some cells are associated with fixed elements (roads,
unbuildable zones, etc), thus they are considered as not free and left our of the
problem - yet, they are kept on the map since they met interfere with the other
cells. Finally, each cell is given an intensity level determine by the urban planners.
This allows for instance to represent centralities on the map (commercial zones,
lively squares, etc).

For sake of simplicity, the grid is viewed as a rectangular array of cells of
size (x ∗ y), although the cities may not be squared in the end. We note Vl,c the
urban form variable corresponding to the cell in line l, column c.
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The urban forms are encoded into integer values: (1) Detached house, (2)
Town house, (3) Intermediary housing, ..., (19) Breathing space. The goal of the
problem is thus to assign the urban forms to the cells.

3.2 Core constraints

These constraints cover the whole territory and express fundamental aspects of
sustainable development. They are thus at the core of the problem.

Urban form cardinality Depending on some features of the final city (number
of inhabitants, size, employment rate, etc), the urban planners are able to deter-
mine how many cells of each urban form must appear in the city: for instance,
a big city must have a certain surface of parks, a certain surface of industries,
etc. In the constraint problem, this gives a hard cardinality constraint for each
urban form.

Intensity requirement The urban model provides a given intensity level for
each urban form, and an intensity level for each cell of the grid. Based on these
elements, every assignment of urban form to a cell must comply with the intensity
correlation between urban forms and cells. The different levels of intensity are
set by the user on the map. It is a hard unary constraint.

Interaction between urban forms Each urban form has placement prefer-
ences depending on its nature. For instance, shool units are attracted to residen-
tial units, and residential units are repelled by industrial units.

We model these preferences as a function specifying the attraction (or con-
versely repulsion) of each urban element for another urban element. Between two
urban forms, possible interaction values are 0 (double attraction), 10 (single at-
traction), 20 (neutral), 50 (single repulsion) et 100 (double repulsion). The value
of interaction must decrease with the increasing distance between two cells.

The interaction preferences are then expressed as a cost function. We note
I the interaction matrix, which is given. Ip,q is the interaction value between
urban form p and urban form q. This matrix is asymmetrical, so it may happen
that Ip,q 6= Iq,p. For a urban form located at cell Vl,c, the interaction cost only
depends on its neighbouring cells 3, namely with a set noted Vd

l,c such that :

Vd
l,c = {Vi,j , i ∈ [l − d, l + d] , j ∈ [c− d, c + d] , (i 6= l ∧ j 6= c)} (1)

where: d is the size of the neighborhood. To take into account the distance
influence, we note V̄d

l,c the subset of Vd
l,c such that:

V̄d
l,c =

{
Vi,j , Vi,j ∈ Vd

l,c, (|i− l| = d) ∨ (|j − c| = d)
}

(2)

3 Do not confuse the neighbouring cells with the neighbourhood of a local search
algorithm
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For cell Vl,c, the cost function related to our constraint is:

Cost1 (Vl,c) =

D∑
d=1


∑

v∈V̄d
l,c

(
I(Vl,c,v)

)
|V̄d

l,c| ∗ d2

 (3)

where: D is the maximum interaction distance (in the following, D is set to 3)
to consider between two urban forms. For each distance d, the result is divided
by the number of concerned neighbouring cells to take into account uniformly
cells close or not to the edges of the grid.

3.3 High level constraints

In order to improve the sustainable aspects of our model, we add more specific
constraints to improve the social equity, the preservation of environment and the
economic viability.

Distance This constraint specifies that some urban forms must be located with
a minimum distance between them. This distance is expressed as a number
of cells. For example, between an individual house and a high tertiary building
(R+7), we want a minimum separation distance of four cells. For this constraint,
we use Euclidean distances that measures the distance of a straight line between
two cells. We note D the distance matrice, with Dp,q the minimum distance
permitted between urban form p and urban form q. This matrix is symmetrical.
By convention, Dp,q = 0 when there is no particular distance constraint between
p and q. For an urban form Vl,c located at (l, c), if DEuc

p,q is the Euclidean distance
in number of cells separating cells p et q , the cost function related to our
constraint is:

Cost2 (Vl,c) =
∑

v∈V4
l,c

(
max

(
DVl,c,v −DEuc

Vl,c,v
, 0
))

(4)

Critical size area Industrial or artisanal zones must have at least a critical
size, otherwise, the area will not be created in practice because it will not be cost-
effective. The critical size is determined by urban planners for each urban form
that needs grouping (craft activity, industrial activity). There is no maximum
size for a grouping. On the other hand, although it is not explicitly expressed
by planners, the area must have a sufficient compact structure. For these urban
forms, we thus penalize the cells which belong to too small groups, or for which
the groups are not compact enough.

Accessibility This constraint concerns only one urban form: the breathing
spaces. It mentions that, from any inhabited point of the city, a breathing space
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can be reached on foot in less than fifteen minutes, which corresponds to distance
of about 1.25 km (or a distance of fifteen cells). We propose two complementary
versions of this constraint. Firstly, a global version which penalizes uncovered
inhabited cells in proportion to their distance to any breathing space. And sec-
ondly, a local version which penalizes uniformly uncovered inhabited cells. The
global version is more appropriate than the second one if the number of breath-
ing spaces to spread over the city is unsufficient to cover the entire grid, but its
computation time then depends on the size of the grid. In contrast, the local
version can be computed locally and is relevant if the urban model provides
enough breathing spaces to cover the whole area to develop.

Interspace This is a constraint inherent to buffer spaces or public equipments.
For specific urban forms positioned near each other, it is required that they
must not be contiguous (not directly touching), and be separated by a buffer
space or a built equipment. The following urban forms are considered as buffer
spaces : sport equipment, breathing space and green way while urban forms like
nursery school, primary school, secondary school, high school, administrative and
technical equipment are considered as built equipments. For example: between
an individual house and a high collective housing (R+7), we have to position a
buffer space.

Footprint The principe is: when there is, in immediate vicinity of a secondary
or high school, some particular urban forms (individual houses or town houses,
intermediary or collective housing, tertiary buildings), we must provide a place
around the school, by placing, close to the building, a given number of green
ways. For example, if there is around a secondary school only individual houses,
town houses or intermediary housing, then we must allocate at least one green
way near the school. However, if there is collective housing or tertiary buildings
near the school, we have to build a bigger place around the school with at least
two green ways.

Filtering This contraint is related to central areas. Central areas are special
cells marked by the user to identify the center of an urban neighbourhood (see
subsection 2.1) and they can combine one, two or four cells in the same area.
This constraint is used to filter the urban forms that may occupy a central area
and aid the mixity of urban forms located on a same group. For this special cells,
we favor a mix of the following urban forms : schools, sports equipments, shops,
services downtown and green ways.

4 A solver for the interactive design of sustainable cities

The problem addressed in this paper can be viewed as a facility location prob-
lem [11], but in which all the urban elements need to be place simultaneously.
It is highly combinatorial, hence difficult to solve for a large number of cells. In
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addition, we need to deal with two specific requirements given by the applicative
context. First, the algorithm needs to scale up to the size of real-life cities, with a
typical number of cells around 10000 (for a 64 square km city). Second, the users
(urban planners and decision makers) also require to keep their hands on the
system, by interactively modifying the assignment of urban elements according
to meet their own representations and expectations of locations in the future
city.

To address both requirements, we designed a system based on two distinct
solving stages. In the first step, the system computes and proposes one or several
good solutions to the urban constraints. To address the issue of complexity, we
developed a specific solving technique to efficiently handle the computation on
multiple processors. The second step is interactive: the user modifies the map by
moving single or multiple urban elements simultaneously, and the system adapts
the solution by re-solving the constraints in the modified area, at an interactive
framerate, keeping the constraints satisfied as much as possible.

4.1 Initial resolution with adaptive search

Our first attempt to solve it relied on complete CP techniques. We designed a
prototype in the Choco solver [12], with only some of the core constraints. But
this approach failed to scale, with a calculation time of around half an hour for
a small 16×16 grid, whilst the typical size of our problems is around 10000 vari-
ables (for instance for the city of Marne-la-Valle in France). We then considered
Local Search (LS) algorithms, which are not complete but usually scale better.
Loosing completeness is not an issue for our application: it is pointless to pay a
high computational cost to build optimal solutions, since these solutions will be
modified by hand afterwards. We thus do not need optimality proofs.

Sequential algorithm We will use as a base algorithm the Adaptive Search
(AS) method which has proven its efficiency on large and various instances [13].
This meta-heuristic takes advantage of the structure of the problem in terms of
constraints and variables to guide the search.

The algorithm starts with a random configuration. At this stage, we make
sure that the initial assignment respects the intensity level of each cell, and the
given number of cells for each urban form (this is analogous to filtering the unary
constraint on the intensities and filtering the urban forms cardinalities).

Then the algorithm performs a variant of iterative repair, based on vari-
able and constraint error information, seeking to reduce the error on the worst
variable so far. The basic idea is to compute the error function for each con-
straint, then combine for each variable the errors of all the constraints in which
it appears, thereby projecting constraint errors onto the relevant variables. This
combination of errors is problem-dependent [13]. In our case, it is a weighted
sum, so that the constraints can be given different priorities.

Finally, the variable with the highest error is designated as the “culprit”
and chosen for a move. In this second step, we consider the swaps involving
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Algorithm 1: Base algorithm - initial resolution

1 /* Parameter: MaxRestart the number of partial resets of the algorithm
f is the global cost function, fi is the cost function for variable Vi

s is the current configuration
T is the adaptive tabu list
j is the index of the variable with the worst cost */

2 s← random configuration ;
3 T ← ∅ ;
4 while MaxRestart not reached do
5 while T is not full do
6 For all i such that Vi /∈ T , compute fi(s) ;
7 Select Vj a variable for which fj(s) is maximum ;
8 Compute the cost f of the configurations obtained from s by swapping

Vj with another variable ;
9 Select s′ the configuration for which f(s′) is minimum;

10 Update T by removing its oldest variable ;
11 if s′ can improve current solution s then
12 s← s′;

else
13 T ← T ∪ Vj ;

14 return s

the culprit variable and choose the best one according to f . However, there is
a restriction to the set of considered swaps: we only swap two cells assigned to
the same intensity level in order to satisfy the intensity constraint at any time.
This swap policy ensures that the intensity constraint is kept satisfied at every
iteration, as is the urban form cardinality constraint.

The algorithm also uses a short-term adaptive memory in the spirit of Tabu
Search in order to prevent stagnation in local minima. Note that only the vari-
ables which do not improve f are marked tabu. When the algorithm is stuck,
with all variables marked tabu, it restarts by resetting a given percentage of the
variables, randomly chosen. The AS metaheuristic is described on Algorithm 1.
In order to improve the speed of computations, we use a data cache for all in-
formation that require very frequent access: cost for each variable, groups, etc.
We also compute all the costs incrementally, calculating only the delta induced
by a swap.

To efficiently distribute the AS algorithm, we also introduced two new fea-
tures: a multi-candidate mode, and a multi-swap mode.

Multi-candidate mode In the AS algorithm, only one culprit variable can be can-
didate for a move. We introduce a multi-candidate mode, where all the variables
with a significant cost are considered. For all of them, we consider the possible
swaps as defined above. There are two reasons for this: first, the worst variable
may not be the one which will achieve the best swap. Second, in a distributed
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Table 1. Decomposition of the city map into four uniforms parts and distribution to
the different slave processes

¬ 

® ¯

Slave 1 2 3 4 5 6 7 8 9 10

Subarea ¬  ® ¯ ¬; ¬;® ¬;¯ ;® ;¯ ®;¯

mode, several candidates can be explored in parallel. we re-use our adaptive
tabu-list T to exclude the previously selected candidates which were unable to
produce a cost improvement.

Multi-swap mode In addition to the multi-candidate management, we add a
pool of best swaps. Instead of dealing only with a best swap for the current
candidate, we memorise a small number of best swaps (configurable) related to
each considered candidate. There is no significant time overhead because swaps
must anyway be computed. This mechanism simply induces an extra memory
footprint.

Once the pool is filled with the best swap identified for each best candidate,
we apply all the swaps of the pool in sequence, under some conditions. Typically,
performing a swap may strongly change the impact of a further swap in the list.
For a swap to remain valid, it must still produce a profit of a least a ratio
(configurable) of its previous profit (before the first swap).

In the distributed version of the algorithm, these two mechanisms (multi-
candidate, multi-swap) are intended to take benefit from the work made by the
different cores: each core performs an important amount of calculations, which
are lost in the single-candidate, single-swap version of the algorithm. Although
the moves performed in the multi modes may not be the best to apply sequen-
tially, they still improve the cost. Applying them comes at no computational
cost in the distributed version of the algorithm.

4.2 Distributed mode

On large-scale problems, we want to distribute the algorithm on a grid. A mul-
tiwalk parallel scheme has already been proposed for AS [14, 15], with good
speed-ups on classical problems. Instead, we choose a master-slave scheme to
distribute the calculations in order to increase the size of the problem we tackle.
At each iteration, we parallelize the search for the best swaps [16]. We also take
benefit of the geographical / geometrical repartition of our problem, to assign
different parts of the map to different cores in a coherent way. We detail here
how the algorithm works on 10 cores, in which case the map is divided into 4
equal parts (the process is similar for a higher number of cores).

The slaves are in charge of examining the possible swaps (cost evaluation and
comparison). Each slave is assigned a couple of subareas, as shown on figure 1:
for instance, process 1 investigates the swaps of cells located in subarea 1, with
other cells of subarea 1. Process 5 investigates swaps of cells in subarea 1 with
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cells in subarea 2. Note that the overall grid is sent to each process, so that they
can compute the global cost. However, each slave searches for the best possible
swaps only on the subareas assigned to it. Because the search of the best swaps
does not change the state of the grid, computing processes can operate in parallel
without any difficulty and without changing procedures.

The slaves are synchronized with a master process that collects all the best
swaps and decides which to apply. In the multi-candidate, multi-swap mode, the
master process deals with the multi-candidates variables. It also collects the pool
of best swaps. Finally, the master process sends the swaps that were applied to
each slave. Once synchronized, the slaves can search again new swaps in parallel.
Slaves processes can be located on the same computer or on different machines.

4.3 Interactive mode

The second stage of our solving process is interactive. The purpose is to let the
users have a control on the solution through interactive manipulations. In a way
to smartly integrate user interactions, the idea here is to maintain the solving
process active (i.e. continue swapping urban shapes) while the user is performing
changes to the solution.

Our interaction process is founded on the idea of having a pool of cells (POC).
A POC represents a sub-region of the grid in which urban shape assignments
have already been made, and on which the solving technique presented in the
previous section is applied to locally recompute a good solution. We then rely
on this pool of cells to propose multiple interaction modalities, two of which are
detailed in the following.

Defining fixed vs. free cells. At any moment, the user is able to select a set
of cells which he considers temporarily fixed (in the sense that the associated
urban shapes are constrained to those cells). The POC is built by computing
the difference between all cells of the map and the fixed cells. The solver only
performs its optimization on the cells in the POC. In a similar way, the user
may define a set of free cells, that will then form the POC on which the solver
is applied.

Manually moving a urban shape or a set of urban shapes To avoid a local change
performed by the user to impact the whole grid (ie. changing the entire solution),
the direct manipulation of a set of urban shapes has been defined in a way it
only locally impacts the grid. To this end, a disc size is first specified by the
user (see Figure 3) that defines the region in which the computations will be
performed around the user’s changes. Then, the users selects one or multiple
urban shapes and interactively moves them around the grid. The POC is then
defined by all the cells within the disc, except the cells manipulated by the
users (which values are fixed). Two modes of interaction are proposed. Either
the computation is continuously performed as the user moves the urban shapes.
In such case, the POC is reconstructed and optimized at each move. Or the
computation is performed as the user drops the selected urban shapes at a new
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Fig. 3. A screen capture of our interactive application. On the top left part, a radius
around the user’s selected cell defines the region in which swaps will be performed (from
the beginning to the end of the user’s motion). On the top right, a heatmap defines
the regions in which the costs are the highest (red areas). This provides feedback to
the users on the impact of his changes wrt. sustainability constraints.).

location, in which case, the POC is composed of the union between the disc area
around the initial location of the selected urban shapes and the disc area around
the final location of the dropped urban shapes. Indeed, at the initial location,
some cells are no more assigned, while at the final location some urban shapes
need to be reassigned.

These manipulation modes are furthermore supported by a visual feedback
that assists the users in understanding the impact of their decisions. First, a
dynamically recomputed heatmap presents the regions in which the costs are
the most important (see top right part of Figure 3). And second, a dynami-
cally recomputed graphical representation displays the global change in score,
together with the change in score for each constraint that is considered (distance,
accessibility, critical size...). Some options of the interactive solving process are
detailed in the accompanying video ( see here http://vimeo.com/80211470). In
particular, in situations where the user intentionally moves part of an industrial
zone (on which the critical size area is specified), the solving process automati-
cally repositions all the industrial urban shapes to reform an industrial zone of
specified critical size.

Interestingly, the process is extensible to multiple users performing changes
simultaneously on the same map (e.g. multiple collaborators around a large
tactile device). Each user is assigned his own pool, and solvers for each pool are
distributed on multiple processors. The case of intersecting pools (i.e. two users
manipulating close regions) is easily handled by creating a unique pool being
the union of the two pools.

http://vimeo.com/80211470
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Fig. 4. Tests for different multi-candidate and multi-swap options.

5 Experiments

To test our system, we performed two different experiments. The first experi-
ment tests, as usual, the calculation time for the initial resolution. But the most
important feature of our system is the interactive mode, which cannot be tested
in the same way. We thus let the urban planners of the Sustain project evaluate
the system.

5.1 Experimental results for the initial resolution

The application was developed in C++ and is based on EasyLocal++ [17].
About the accessibility constraint (section 3.3), we activated the local version
that offers much better processing times on our real-life benchmark (e.g. reduced
the time to search of a best swap from 4 minutes to a few milliseconds on a
64x64 grid). Synchronization between processes is done by exchanging messages
using the message-oriented middleware Apache Active MQ and the C++ library
ActiveMQ-CPP.

Our experiments have been done on Grid’5000, an french cluster available
for research.We used a set of machines in Luxembourg, called granduc, with 22
nodes, each one having 2 CPU Intel 2.0GHz, 4cores/CPU, 15GB RAM. The
allocation policy of Grid’5000 enforces a timeout of 12 hours, yet we used a
shorter timeout of 11 hours due to the time required to start all the virtual
machines and processes. Each experiment is an average of 10 runs.
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We have tested our multi-candidate and multi-swap modes, as well as the
distributed scheme. The results are presented on Fig. 4, for the city of Marne-
la-Vallée shown on Fig. 2, with 9038 variables (free cells). We stop the processes
either when they reach the timeout, or when to manage to find a reasonably
good solution. The results show that the sequential process is slightly improved
by activating the multi-swap mode, but the best improvements are due to the
distribution scheme, which takes full benefit of the multi-candidate and multi-
swap mode. In the end, considering a target score of 1260717, the speed-up
between the base algorithm (multi-candidate mode disabled, multi-swap mode
disabled) and its distributed version (36 slaves, multi-candidate activated with
1 candidate per slave, multi-swap activated with 10 swaps per slave) is 11.51.
This makes it possible to run our algorithm on a real-life city in less than one
hour, which is sufficient for our needs: remember that the initial resolution is
done once and for all (for instance, during night).

5.2 Evaluation of the interactive mode

TO BE COMPLETED

6 Conclusion

In this article, we have presented both a constraint model for the urban location
problem, an important step of the urban planning process when designing new
cities, and a solver for this problem based on a local search algorithm, Adaptive
Search. This system is able to deal with large-scale problem in a two-stage solving
process: first, an initial resolution provides the user with one or several good
solutions. These solutions are then presented to the user, who can interact with
the system by replacing some areas by hand, while the solver maintains the
constraints in the modified zone. Further research includes refining the model by
considering more expressive constraints by the urban planners, and integration
within the whole urban planning tool with high level visualization tools.

Acknowledgements: Experiments presented in this paper were carried out using the Grid’5000
experimental testbed, being developed under the INRIA ALADDIN development action with support
from CNRS, RENATER and several Universities as well as other funding bodies (see https://www.
grid5000.fr)
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