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Abstract

Genomic data are growing exponertially and are daily seardied by thousands of
biologists. To reducethe seart time, e cien t parallelism can be exploited by dis-
patching data among a cluster of processingunits able to scan locally and inde-
pendenly their own data. If PC clusters are well suited to support this type of
parallelism, we proposeto substitute PCs by recon gurable hardware closely con-
nectedto a hard disk. We shaw that low cost FPGA nodesinterconnectedthrough a
standard Ethernet network may advantageously compete against high performance
clusters. A prototype of 48 recon gurable processingnodeshas beenexperimented
on content-based similarity and pattern seard.

Key words: Cluster, Genomic Banks, Recon gurable Architecture, Similarity
Seart, Pattern Seard

1 Intro duction and Background

Biologists daily scangenomicbanksto nd DNA or protein sequencesimi-
larities. The rationales behind this fundamertal operation mainly comefrom
the theory of ewlution which states that genesare derived from common
ancestors.Extracting somekind of similarity betweenan unknown geneand
a well characterizedgenemay hencebring important cluesto direct further
investigation. The distance between genescan be measuredas the number
of minimal mutations, insertions or deletionsof nucleotidesto transform one
geneinto another and canre ect their ewlutionary relatednessFrom a more
pragmatic point of view, scanninga genomicbank simply consistsin pinpoint-
ing regionsof common origin, or domaing which may in turn coincide with
region of similar structure or similar function [VinO1].
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One step further is to characterize these domains with speci ¢ patterns, as
the PROSITE patterns [NCV* 04], and to exhibit DNA or protein sequences
housingthesepatterns.

Whatever the type of seard performed on the genomicbanks { similarity,
pattern seart, or other { onehasto facetheir exponertial growth. With the
systematic sequencingof completegenomegmore than 900 ongoing projects
in April 2004[GOL]) and the numerousEST projects, which generatehuge
banks of annotated short sequencesthe volume of genomicdata is almost
doubling ewery year. This growth is to be comparedto Moore's law, which
claimsthat computing power (at xed cost) is only doubling every 18 months
[Tuo02].

This obsenation hasimportant consequenceghe solecortribution of micro-
processorsperformanceimprovemernt is not sucient to maintain the time
requiredto perform the completescanof genomicbanksto a constart. Hence,
the only way to cope with the bank sizeexponertial growth is the useof either
parallel and/or application speci ¢ high-performancecomputing systems.

Today, the most popular software for scanninggenomicbanks is the blast
software [SGM" 90,AMS' 97]. blast takesas input a query sequenceand a
genomicbank, and outputs a list of alignmens. Thesealignmerts represen
regions,in both sequencessharing statistical signi cant similarity. Basically,
alignmerts are built from the raw text of the DNA or protein sequencesThey
are stored into banks implemerted as low-structured at les. The seart
mainly consistsin reading sequetially strings of charactersand performing a
pairwise comparisonwith the query sequence.

1.1 Completesans and heuristics

Obviously, cortent-basedapproatesrequireto perform a scanonto the whole
bank. In order to speed-upthe seart, heuristicsbasedon genomicdata prop-
erties have beenproposed.They aim to decreaseahe time spert in the pair-
wise comparison comparedto the well-known dynamic programming algo-
rithm [SW81], which has a quadratic complexity. Basically, heuristics act in
two steps: (i) detection of hits likely to generatealignmerts; (ii) extensionof
thesehits into signi cant alignmerts (see gure 1). A hit, asin blast , canbe
a commonword (the seed) of W charactersbetweenthe two sequencesr, as
in patternhunter  [MTLO2], a more elaborated seed.Hash table techniques
are generallyusedto quickly detect hits. The extensionphasestarts from the
seedand tries to widen the match in both directions using mismatch and
deletion/insertion edit operations.

The overall executiontime greatly dependson the sensitivity { roughly, the



ability to pick up pertinent data { of the rst step:a high sensitivity generally
leads to a high number of hits to extend. The computation time is high,
but results of high quality are obtained (number of signi cant alignmerts
detected). On the other hand, a low sensitivity restricts the number of hits
to extend, and the probability of missinggood hits is high. The computation
time is shorter, but the quality of the resultsis poorer. In that scheme, high
sensitivity and short executiontime remain two antagonist criteria.

query
TGGAGTGAGGAA

L Alignments
hit hit ATTCTG- TCTA
w ~ | detecton |~ | extension | 111 1 11 I
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Figure 1. The search of alignments proceeds in two steps: (i) identi c ation of com-
mon words (hit detection) between the query sequene and all the seguenes of the

bank; (i) genertion of signi c ant alignments (hit extension) by exploring the hit
neightorhood.

1.2 Sanning genomicbankson a PC cluster

Howe\er, if sensitivity is requested,the high computational power provided
by clustersof PCs can be an e cient way to shortenthe executiontime. The
bank can be dispatched amongthe cluster, eat node storing a fraction of this
bank onits local disk. A seard operation then consistsin broadcastinga query
sequenceover the cluster, followed by a parallel seart operation, eat node
working independerily on its own bank subset.The resultsare then forwarded
to a singlenode and mergedinto a list of alignmerts.

Sud a parallelization scheme allows a very e cient implemenation, since
tasksare independen and do not require inter-nodescomrmunications, except
for the initializing step (broadcastingthe query sequencelnd the nal step
(merging the results). Besides the tra ¢ involved by thesetwo stepsremains
very low, and the commnunication overheadis therefore neglectible. Further-
more, if the bank is equally dispatched amongthe cluster, the scanningtime
is roughly the samefor all the nodesof the cluster.

While this approad remainsvery attractiv e, we beliewve that usingapplication
speci ¢ cluster nodestailored to genomic{ or other { cortent-based seart
applications can further improve executiontime. Having a closerlook at our
application, we can make the following remarks:

The hit detection is a quick operation: the query is encaled into an hash



table, allowing fast detection of commonwords with the sequence®f the
bank. Furthermore, the hashtable entirely t into the primary memory
For sensitive seart, scanninga bank is a compute-bound problem: many
hits are generated,leading to many hit extensions.This is a much more
time-consumingtask than the previousonesinceit often involvesdynamic
programming algorithms.

Speedingup the processwhile preservinga high quality meansgeneratingless
hits with a higher probability of having them housedinto alignmerts. In other
words, the selectivity of the hit detection must be enhanced.Unfortunately,
this meansthat computing better hits will also take more time. Hence,the
time saved in the extensionphasewill be lost in detecting better hits.

1.3 The RDISK project

Our proposalis to move a signi cant amourt of computational power directly
near the data source,in order to increasethe selectivity { and, of course,to
presene the sensitivity. The idea is to Iter genomicdata at the disk out-
put rate and to report only relevant hits for further processingwhen needed.
Sensitivity and selectivity are provided by mapping a highly seletive lter
on recon gurable hardware able to processdata on-the-y. Thus, instead of
having a cluster of standard PCs, we proposea cluster of application speci ¢
processingnodesbasedon hard disks coupledwith FPGAs, which are silicon
chips ableto re-wire their inner logic almostinstantaneously[RGSV93. In this
stheme, parallelism comesboth from:

(1) the concurrent data aacess ason a cluster of PCs, the bank is dispatched
over the local disks. The bank is thus accesseaoncurrertly;

(2) the hit detection: mappingthe Iter onrecon gurable hardware allows to
take advantage of hardware specialization and low-level parallelism.

A 48 board systemcalled RDISK-48 hasbeenasserbled and tested on various
genomicseart applications. Data is read and Itered on-the-y, allowing for
examplethe human genometo be ertirely scannedin lessthan 2 seconds.

1.4 Related work

Conventional biocomputing accelerators

Apart from classicalclustersfor which parallelized algorithms have beende-
veloped { IBM, Sun, HP, SGI, Dell or Apple life sciencesdepartmens sell
clusters made of rackable nodeswith 2 general purpose processorssud as



Opteronsor PowerPCsand 1GB or more memory for around $4000{ , major
biocomputing certers and companiesare equipped with specializedhardware
to accelerateseardes;three main commercialproducts sharethe market.

Timelogic [TML ] proposesthe DeCyphersolutions, a wide rangeof seners,

from a Sun Blade to a Sun Fire, including 1 to 8 DeCypher accelerators
array. The acceleratorsare basedon recon gurable technology that givesa

great exibilit y.

GeneMatder2, from CeleraGenomics[PAR], is a Linux cluster with 8 up

to thousand general purpose processors.Their specialized nodes are not

recon gurable: 144 application-speci ¢ circuits are usedas acceleratorsfor

dynamic programming algorithms. For executing blast , they are useless,
and the \massively parallel supercomputer” is no more than a cluster.

The last oneis BioXL/H, from Biocceleration[BCL]. BioXL/H is a network

devicethat connects4 to 32 acceleratorboardsand one hard drive around

a PCI bus. It is also specializedin dynamic programming algorithms only,

although it is basedon recon gurable technology

All these products su er from limited data bandwidth and their impressiwe
bendimarks are donein conditionswheredata are storedin main memoryand
intensively re-usedto minimize hard drive accesses.

Intelligent disks

On the other hand, the ideato add computing power to massstoragedevices
is not new. The seminalwork in this researb areadatesbad to the late sev-
erties, whenthe rst \database madines" were proposed[Bab79]. They were
highly speci ¢ systems,with special purposehardware sud as customdrives
and hardwired algorithms attachedto ead disk arms. Their high dewvelopmen

costand the lack of exibilit y, comparedto generalpurposeprocessorsled to

their demise,and in the late eighties, this researb eld was consideredto be
dead. As summarizedby Michael Stonebraler in his 1988book[Sto88]:\The

history of DBMS? resarch is littered with innumerable proposalsto construct
hardware datatase machinesto provide high performance operations. In gen-
eral thesehavebeen proposeal by hardwatre typeswith a cleversolutionin search
of a problemon which it might work."

Howewer, with the wide spreadinguse of powerful hard-disk embedded con-
trollers, and the higher level of transistor integration, this statemert desered
to bereewaluated. Therewashencea rebirth of this conceptin the late nineties,
whenthree similar projects: IDisk [KPH98], Activ e Disk [RFGNO01] and Smart
Disk [MK CO0]] studied how to move computation into hard drive cortrollers,
and how sud systemsperformancewould scalewith the number of disks.

1 DatabaseManagemen System



Their justi cation wasthat a lot of processingpower is wastedinto hard disk
controllers becausdow cost 16 bits micro-cortrollers are already too powerful
for their purpose.Besides,experimerts with on-the-shele workstations net-
worked in a shared-nothingfashionhave shovn that commnunications between
nodesdiminish performance.lf accessinghe software that runsinto disk con-
trollers was possible,this would be of coursethe most cost e ectiv e solution;
but to our knowledge,no commadity hard disk drive vendor has allowed it.

Today, the capacity of hard drivescortinuesto grow fasterthan their through-

put, sothat data intensive applicationsarestill I/O-limited. A project recerily

started at the Washington University [WCIZ03] and currerntly under dewelop-
mert in the start-up compary Data Searh Systems[DSS],targets processing
for unstructured data. Data are sni ed on the IDE bus out of one disk drive
sothat they canbe Itered, compressedr encryptedon-the-y into a FPGA

componert. This project is the closestfrom ours, excepttheir target applica-
tion is data mining on businessor intelligencedata.

The rest of the paper is organizedasfollows. Section2 presens the hardware
overview of the RDISK-48 system. Section 3 dealswith the system erviron-
mert. Section5 is dewted to the implemenation of two genomicseard ap-
plications: blast -like and pattern seart application. Section6 concludeshis

paper.

2 Underlying Hardw are

2.1 RDISK-48 cluster overview

Figure 2 showns an overview of the RDISK-48 cluster. It is composedof 48
identical nodes,eat of them housinga recon gurable processingengine(RPE)

tightly coupledto an IDE hard drive. The interconnectionsystemis basedon
low-cost 100 Mb Ethernet technology, and allows ead node to be connected
to a front-end workstation.

The RPE (seesection2.2) is a dedicatedhardware architecture which is used
to perform on-the-y processingof a data set asit is read from the disk. It
then forwards the relevant data (or someiderti ers) to the host madine for
a post processingphase.Practically speaking,the RPE actsasa Iter whose
purposeis to sendto the host the fraction of the data set which is the most
likely to be relevant for the application at hand.

Obviously, the performance(and hencethe viability) of our approad is very
dependert on the amourt of comnunications involved betweenthe host and
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Figure 2. The RDISK-48 cluster: 48 recon gur able processing units are intercon-
nected through a 100 Mb Ethernet switch. For proper operation, the ltering e -
ciency must be greater than 1/150.

the nodes:it is well known that for cluster madines,the network is very often
a performancebottlened.

In our case,to prevert network saturation, the aggregatedbandwidth of the
cluster hasto remain far belov the maximum capacity of our 100Mb Ethernet
network. In practice, sinceall commnunications involve the host madine, this
posesa constraint on the aggregatedRDISK nodesoutput bandwidth.

Given that the host processorEthernet link is able to absorbup to 5 MB/s
bandwidth (half of the peak100Mb/s), the previousconstrairt translates(for
a 48 board cluster) as a per-node maximum output bandwidth in the range
of 100KB/s. In other words, sinceon eat node, data is read from the disk
at an averagerate of 15 MB/s, the e ciency of the Iter implemerted on the
RPE must be at least of 1/150.

2.2 RDISK node

The RDISK nodeis built around an FPGA device,in which a Recon gurable
ProcessingeEngine (RPE) is implemerted. This RPE is the main componert
of our systemand is responsible for handling the network trac, accessing
data on the hard drive and performing the Itering step.

The main idea behind this architecture is to provide a low-cost systemcom-
paredto a standard PC cluster node. We thereforedecidedto baseour system
on a low-end FPGA device (< $25 Spartan-Il 200) which is be used as the
corecomponert of the system.

This deviceprovidesthe equivalert of 200,000systemgatesin the form of 5000
logic cellsand 7 kB of embeddedmemory blocks. The FPGA is usedto host



Figure 3. A top level view of a RDISK node. The PCB form factor was chosento
allow the rack-mounting of 8 nodeson a single rack line.

Figure 4. Front and rear view of the 48 node RDISK cluster

the hardware Iter design,and is thereforedirectly connectedthe hard drive
IDE bus. In addition to this FPGA, a node cortains se\eral other devices:

The node Ethernet connectivity is handled by a low-cost (< $7) 100 Mb
Ethernet cortroller, which is connectedto the core FPGA through a simple
16 bit wide ISA bus interface.

Becauseof the limited FPGA on-chip memorycapacity, we usean additional
32MB SDRAM chip (< $7), which purposeis to storethe Systemon a chip
rm ware, aswell asto bu er the Ethernet padets (see??).

Finally, the dynamicrecon guration is handledby a small MCU unit, which
sharesthe IDE bus with the FPGA, and is in charge of recon guring the
FPGA upon requestfrom the host, using oneof the bitstream stored on the
disk.

The estimated cost of a single RDISK node was evaluated to be roughly $200



(including the PCB and assuminga middle range HDD) ; which is almost 5
times cheaper than a typical PC cluster node.

2.3 Recon gurable Systemon Chip

The core of the RDISK systemis a recon gurable Systemon a Chip imple-
merted on the FPGA as depicted in gure 5). The deliberate choice for a
low-price FPGA forced us to a small foot-print SoCimplemenation. We de-
cidedto baseour systemimplemenrtation on the XR16 processordesignedby
Jan Gray [Gra0d.

This simple 16 bit processomuseslessthan 300logic cellsand runs at 40MHz.
Toimprove its original performance we addeda instruction cache memoryand
an memory cortroller to enableaccesgo the external SDRAM chip. Among
others, this CPU is in charge of:

Handling the network protocol managemenh (we usea customprotocol built
on top of UDP)

Initiate the Hard drive data transfers.

Controlling and monitoring the Hardware lter.

Forwarding recon guration commandsissuedby the host to the con gura-
tion manager.

The current version of the SoC ts in lessthan half of the available FPGA
resourcesleaving the rest (roughly 3000LUTs and 10 BlockRams) for the
Iter implemenation. Comparedto existing commercial soft-core solutions,
our implemertation remainsvery competitive, esgecially in terms of resource
usage(as an example,a similar designusing the Xilinx microblaze soft-core
CPU would hardly t in our FPGA).

AXBBT96L 100mBit

32MBytes 100 Mbit
SDRAM Ethernet
controler

I I
= -
IE XR16 CPU 100Mbit
a5 +2kB ICACHE | | Ethernet
@ © wrapper

8051 MCU
(conf. Manager)

ﬁ FPGA config. port

Config
Manager
IDE disk

Controler
with FIFO

Hardware Filter
(up to 1200 slices)

Spartan-Il FPGA

<

IDE bus

Figure 5. The RDISK Systemon Chip internal architecture
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Figure 6. The designtemplate for the hardware Iter. The Iter maodule is directly
connected to the IDE controller througha dedicated channelwhich allows streaming
read operation at the disk maximum bandwidth (in PIO mode 4)

As we needto be ableto take advantage of the maximum hard-drive through-
put, the hard-drive cortroller is implemerted asa complexautonomousstate-
machine that handlesmost of the IDE protocol, and doesnot needexternal
bu er memory The controller can be usedin two modes:

In the ltering maode, the hard-disk data bus is directly connectedto the
Iter input data port, through a simple on-chip FIFO channel. This mode
allows very fast and cortinuousread operation (up to 15MB/s in cortinuous
read for PIO mode 4) without any CPU intervertion.

In the control made, the hard-disk is cortrolled by the CPU. This mode
is currerntly usedfor updating the databasecortent. It o ers much lower
performance,sinceboth the hard-drive accessand the network commands
are handled by the CPU.

2.4 Hardware Iter design

As showvn in gure 6, the hardware module implemerting the lter follows a
prede ned interface:input data is readfrom the hard disk through a dedicated
channel, while ltered data is stored in a small 256x16FIFO to be later on
read by the XR16 and forwarded to the host. Two dedicatedports allow the
CPU to cortrol and monitor the lter execution. Theseports are mapped in
the CPU addressspace,and are made accessiblego the front end computer
through our network interface protocol. The host computer can, at any time,
changesomeof the Iter execution parameter (for examplefor increasingor
decreasinghe lter selectivity).
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3 Underlying System

3.1 Programming environment

From a userpoint of view, an application running on the RDISK-48 systemis
divided in two parts: a hardware lter replicated on ead node of the cluster,
and a post processingapplication running on the front end madine (Figure 7).
The rm ware of the node cortrols all the data transfersbetweenthe disk, the
Iter and the host through the Ethernet network. Along with the SoC, it acts
asan application framework which is reusedin every new RDISK application.

=i |

Figure 7. Stream model of the RDISK cluster.

Hence,to program a new application, only two tasks needto be speci ed: the
Itering task, and the post processingtask. The rst oneis described using
a hardware description language,sud as VHDL. The secondone is simply
written in C language.

The gure 8 summarizeghe dewelopmen processThe lter speci cation (gray
box) is mergedwith the prede ned SoC speci cation (XR16, IDE and Eth-
ernet drivers) through standard FPGA CAD tools. The resulting bitstream
is thus application dependert. The C speci cation descritkeshow results com-
ing from the nodesare merged,post-processedand displayed. The programis
compiled and linked with a speci c library including routines for recon gur-
ing the cluster, initializing the nodes,launching the applications, performing
communications, etc.

11
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Figure 8. Development ow on the RDISK cluster. The programmer of a new appli-
cation must only write a hardware description of its Iter ( Iter.vhd) and a program
to post-processthe hits (post- lter.c) .

3.2 Initialization, Con guration and Execution

When the cluster is poweredon, ead node starts a similar sequencef opera-
tions. The micro-cortroller readsa bootstrap con guration bitstream from the
hard drive and con gures the FPGA. Once the FPGA is ready to run with
its new con guration, the external micro cortroller releasescortrol over the
hard drive bus and movesto a sleepmode, waiting for a new recon guration
request.

The bootstrap hardware con guration cortains a minimalist XR16 basedSys-
tem on Chip implemertation whose rm ware ts within the kB FPGA on-chip
memory This hardware con guration can handle only two type of servicesto
the host:

(1) It providesthe host with accesdo the hard drive for both reading and
writing, and the RDISK node can therefore manageall the le system
usercommands.

(2) The host can aska node to recon gure its RPE using one of the con g-
uration le stored on its attached disk, whoseiderti er is passedalong
with the command.

This designsenesasa safecon guration, andis storedat a speci ¢ hard-drive
location which cannot be accessedy the userin write mode. At any time,
upon requestof the host, or becauseof a timeout operation, the RDISK node
must be ableto return to this safecon guration.

12



Executing a query requiresthree informations: the bitstream cortaining the
hardware Iter to be used,the le cortaining the database,and someaddi-
tional parameters(for examplea query sequence).

The le system (seesection 3.3) then cheds that, on eah RDISK node, a
local copy of the bitstream is presen on the node's hard disk. If not, the
con guration is sert through the network, and copiedto the drive. The con-
guration partition on the drive henceworks like a con guration cade. The
time to con gure a node with a local bitstream is about 800 ms comparedto
a few secondseededby a network broadcast.

Once all nodeshave a local copy of the current con guration bitstream, the
host sendsa recon guration command.Programmable Iters are then initial-
ized and started, waiting for data. The le systemsendsthe physical location
and size of the bank to be scannedto the hard drive cortroller which starts
feedingthe lter.

Result data from the Iter is storedin a FIFO memory and sendto the host.
The FIFO is regularly ushed to ensurethe host has a regular post-process
task. The host receivestwo kind of data: results from Itering, that are pro-
cessedas soon asthey arrive, and cortrol data, indicating which nodeshave
nished their jobs. An application is considereddonewhenall nodeshave send
sud a message.

3.3 File System

The le systemmanagesthree distinct typesof data: (1) bitstream les con-
taining FPGA con gurations, (2) binary les cortaining XR16 rm ware code,
and (3) data les cortaining genomicbanks.Although usingan existing general-
purpose le systemwould have beenpossible,we designedour own le system
to takesadvantage both of the targeted applicationsand the RDISK architec-
ture speci cities:

I/O accessassequetial scanover seeral GB of data is the standard oper-
ation, the le systemis optimized for this type of accessData are storedon
cortiguous drive sectors.Sud a mapping reducesdrive head moving over-
head (during sequetial accesgo the le) and simpli es cortrol operations
when supplying a stream of data directly to a hardware Iter. Obviously,
cortiguous storagewill create an external fragmenation, i.e. unusablesec-
tors between les. But the very low modifying rate of the le location map
keepsthe fragmertation at a fair level.

Node simplicity: to minimize the le managemenh cost on the enbedded
XR16 processorsmeta-data for the complete RDISK systemresideon the
front end computer asstandard Linux les. The XR16 processoronly deals

13



with low level operations, sut as read or write accesse$o physically ad-
dressedsectorswhile the le attributes are updated by the front endproces-
sor. A simple network protocol, inspired by the TFTP protocol, allows the
host to comnunicate with nodesby sendinglow level commandsthrough
the Ethernet network.

Usersinitiates operationson the RDISK les using a set of commandswhich
are the functional copiesof the commandsls, cp, rm, chmad and newfs In this
le system,ead RDISK node is seenas a distinct storagedevice.Hence,the
designationsdhemeof a le includesthe RDISK board number wherethe le

is stored, followed by the le type (bitstream, XR16 program, or database)
and name.

4 Exp erimen tation

We now presen two applications that are well suited for the RDISK proto-
type. In the similarity seard application, the goalis to nd in a bank the
closestsequencesf a short query sequenceThis application usespre-de ned
Iters that areinitialized with the query sequenceln the pattern seard appli-
cation, we wart to retrieve all sequencesf the bank that matchesa pattern,
ewertually with someerrors. Herethe lters have to be syrthesizeddepending
on the pattern.

4.1 Similarity search

Intr oduction

Given a query sequencethe similarity seard aimsto return sequence$rom
genomicbanks sharing one or more nearly idertical regions.The result is a
list of scoredalignmerts re ecting the closenessvith the query sequenceThe
alignmert scoresdepend on the cost assaiated with match, mismatch and
gap errors. As an example, gure 9 depictsan alignmert having a scoreof 22.
ACTTTCTATTACCTAGTAGAGEZRETIGGATTCCTTCRACGAC--TAGCC

1L 1 1 1 171 171 11 117 111
ACTTT--ATTACCGAGTATAGI¥OFATGGARTACCTACRATGACGGAGCC

| I | | | I
10 20 30 40 50 60

Figure 9. Alignment: with a match/mismatch swring of +1= 3 and a gap penalty
of 2, the swre is equal to 22 (51 matches, 7 mismatches,and 4 gaps).

As shown by Karlin and Altschul [KA90], the scoreof analignmert isrelatedto
the probability of nding it in a genomicbank. The higherthe score,the lower

14



e-value 10 1 |102 104 | 10°
100Mnt || 16.55| 18.23 | 21.60| 24.96 | 28.32
1Gnt 18.23| 19.91| 23.28| 26.64 | 30.00
10 Gnt 19.91| 21.60| 24.96| 28.32 | 31.68
100Gnt || 21.60| 23.28| 26.64 | 30.00| 33.36
1Tnt 23.28| 24.96 | 28.32| 31.68| 35.04

Figure 10. This table showsthresholdfor di er ent e-valuesand bank sizes.

the probability to exhibit this alignmert. This is expressedas the expected
value or e-value,whichise= Kmne S . This equationstatesthat the number
of alignmerts expected by chance(e) during a bank sear is function of the
sizeof the seart space(m n = sizeof the bank sizeof the query), the
normalized score( S ) and an additional constant (K). The two constaris
andK arecomputedaccordingto the match/mismatch scoring(seeAMS* 97],
chapter 4, for more details).

Thus, knowing the size of the genomichank, the size of the query sequence,
and setting both the match/mismatch scoringand the desiredexpectedvalue,
one can deducethe threshold value from the latter equation. On the RDISK
system,the ideais to hardwire a Iter computing ungapgd alignment scores,
andto report only signi cant ones that isto say scoresabove a giventhreshold
value. To optimize the hardware, a Iter is designedfor ead threshold value.

Actually, the number of di erent Iters to designis quite low: the table on
gure 10 displays the threshold valuesfor di erent e-valuesand for di erent
sizesof genomic banks with a query length of 1000 nucleotides (nt). The
match/mismatch scoringis +1= 3, which correspndsto the default blast
values( = 1:37andK = 0:711).Hence,for scanninggenomicbank from 100
Mnt to 1 Tnt with an e-value ranging from 10to 10 ©, twerty- v e di erent
Iters are required. Note, howe\er, that a Iter designedfor a given expected
value can be usedfor smaller expectedvalue: it will only generatemore false
positive hits.

Filter architecture

The parallel architecture of the lter, depictedin gure 11, is made of small

processingelemerns (PE) performing dedicated pattern matching computa-

tion. The number of PEs ideally equalsthe length of the query sequence.
Beforestarting a seart, the query is shifted into the PEs (one nucleotidesper

PE). Then, on eat clock cycle, two nucleotidesdirectly read from the disk

are broadcastedto the PEs. The comparatorsgeneratea hit wheneer a score
exceedgshe threshold.
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Figure 11. A query sgquene CAG...T is sarchal against a bank whose current
sguene is GCGTTA.... When a local smre exceeds the threshold, the sequene
location is stored directly as the bank le o set for quick retrieval.

Threshold programmable | 16 | 18 | 20 | 22 | 30
Maximum query size 137 180 | 198 | 160 | 159 | 157

Figure 12. Maximum size of query for some lters; Iters are designe to run at 40
MHz with a 78 Mnt/s bandwidth.

The bank is stored in order to optimize the disk bandwidth. A sequenceas
split into small data framesof 16 bytes in which nucleotidesare two-bit en-
coded. Every 64 frames, an additional frame indicates the o set position of
the sequencen the bank. For a sustain disk bandwidth of 15.5MB/s, we get
a 60.4Mnt/s bandwidth.

When a hit is found, this frame is directly forwarded to the front end pro-
cessorthrough the Ethernet network, as descrited in 3.2. It cortains all the
information to rapidly locate the sequencend apply further processing.This
medanismis simple and doesn't slov down the lter activity. All the frames
are processedn-the- y, at the disk rate output. In the worst case,the quan-
tity of information per hit is equal to 16 bytes. Actually, when consecutie
hits occur, we generateonly one o set frame, and thus, we limit the network
tra c.

Sewral lters have been pre-designedfor threshold values ranging from 16
to 32: as the PEs are highly optimized, the hardware resourcesneededto
implement one PE vary with the comparator complexity. Consequetly, the
number of PEs which can t into the FPGA componert { and hencethe size
of the query sequencq directly dependson the chosenthreshold value. The
table on gure 12illustrates the characteristics of some lters.

Note that the input Iter bandwidth (78 Mnt/s) is higher than the output
disk bandwidth (60.4Mnt/s). Disks arethususedat their maximum capacity.
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Results

We have tested our similarity seart implemertation on the primate division
of GenBank (release139, 4.3 Gnt) with various query sequencesf length
appraximatively equalto 300. The sequencebave beenchosento test various
situations, from reporting no signi cant alignmerts to seeral hundreds.

The front end processorrst requeststhe RDISK boardsto load a Iter, before
broadcastingthe query sequenceThen it receiveshits from the RDISK nodes
andrunsa Smith & Watermancomputation to generatesigni cant alignmerts.
This processstarts as soon asthe rst hit is received, and is thus performed
concurrerly with the scanof the bank. The resultis a sortedlist of alignmerts.

The table on gure 13 reports experimerts with a threshold set to 20. As
the query sequencas limited to 160, the seart is performedin two passes,
without recon guration of the RDISK nodesbeforethe secondpass.

Query Execution time (s) Ethernet

sequenceq| hits |align || Tc | Ts | Tsw | T | userbandwidth
Line 5449 | 5324 | 0.8 | 3.0 | 38.2| 39 29 KB/s
Globin 329 | 329 |08|3.0| 1.6 | 3.8 1.7 KB/s
Prion 66 66 ||0.8|3.0| 03|38 0.3 KBI/s
Random 2 2 0830 0.1 | 3.8 0.0KB/s

Figure 13. Resultsfor the similarity search application. The hits column is the num-
ber of hits received by the front end processor. The align column is the number of
signi c ant alignments computed using the SW algorithm. The three next columns
resgectively report the time to con gur e the RDISK cluster (T¢), the time for san-
ning two times the GenBank primate division (Ts), and the time for computing the
alignments (Tsy ). Since detection of the hits and hit extension are overlapped, the
overall execution time is equalto T = T; + max(Ts; Tsw). The last column shows
the mean user throughput over the network.

The network tra c correspndsto the result data framesgeneratedead time
a new hit is found (16 bytes). Even with a permissiwe Iter, the network is far
from saturated. The other bandwidth not to be exceededs the disk output on
the host computer: the incoming result framesare pointers to data chunks of
3 KB. In our worst example,this represets a bandwidth of 5.4 MB/s which
is far under the capacity a SCSldrive can sustain, even in random access.

Anyway, the high selectivity of the Iter must be pointed out: most of the
detected hits lead to signi cant alignmerts. This is not surprising sincethe
Iter nearly perform an exact alignmernt scorecomputation. Howewer, due to
somehardware simpli cations, in somecasedalsepositive hits are generated.
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If we now considerthe quality of the results, comparisonwith other software
has to be made. Our lIters are basedon the blast philosopty to exhibit
statistical signi cant alignmerts. Howewer, we di er on the way to selecthits:
blast hits are simple idertical words of W charactersin both sequenceln
DNA seard, the default word length is 11, but it can be setto a lower value
(down to 7) to increasesensitivity. As an example,to be able to detect the
alignmert depictedin gure 9 the word length should be setto 6 in blast .
An ungapped Iter with a threshold value of 20 detect this alignmert: from
index 8 to 57, there are 41 matchesand 7 mismatces(score= 41 7 3).
On the other hand, with the same lter, no hit canbe found in the alignmert
on gure 14 (becauseof the gapin position 40) whereasblast nds a hit.

ACTTCCTATTACCTAGTAGARCANCI GGAT-CCCTTCRACGAC--TAGCC

111 W10 T L £ 1117 e 1111 111
ACTTC--ATTACCGAGTATAGBAARATGGATACCTACRATGACGGAGCC

| I | | | I
10 20 30 40 50 60

Figure 14. This alignment will be found by blast becausemore than 11 conseutive
matchesoccur between positions 20 to 31, but our heuristic will not detect it because
its maximal sare without gapis 19 (gap in position 40).

Finally, we run blast on a 16 processorSunFire 6800machine to perform a
sensitive seart (word length setto its minimal value,i.e. 7). Processorsare 750
MHz Ultra-Sparc3 with 1 GB memory. As the Xilinx Spartan-2FPGA, these
processordiave beenshippedby 2001/2002.Tednologiesarethus comparable.
Under optimal condition, we measuredan average processingpower of 20
Mnt/s per node for a query of length 160. This represets the third of only
one RDISK node capability.

4.2 Pattern sarching

Intr oduction

When common regions of similarities have beenfound in a whole family of
genes,one can characterize these domains with patterns. A pattern can be
an exact word or a nite dictionary, like in the PROSITE pattern database
[NCV™ 04], in which families of proteinsaregrouped. An exampleof this syrtax
is the pattern D-[ILV]-x(1,3)-A where[ILV] is a choice betweenseeral amino
acids(l, L, andV) and x(1,3) a gap of any amino acidswhoselength is between
1 and 3. As those patterns are regular expressionsthey can be represeted as
automata ( gure 15).

Once patterns have beenselectedin databasesor designedfrom scratch, one
can seart for them in new protein or nucleic sequencebanks, for example
when new sequencesre produced by sequencing.The result is then a list of

18



O

O O—

v\_"QF’/

Figure 15. An automaton describingthe PROSITE pattern D-[ILV]-x(1,3)-A.
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Figure 16. In a WFA, each transition has a weight. By replacing the D transition
(left), one can count errors (middle) or usearbitrary substitution matrices (right).

scoredmatches between the pattern and the bank. Seweral scoring sdhhemes
can be used( gure 16):

in an exact matching system,a word is acceptedor not;

a generalizationof the exact matching is to court the number of errors and
to compareit to a threshold;

a further stepis to replacethe substitution penaltiesof 1 by the weights
taken from a substitution matrix like the BLOSUM®62 matrix [HH92].

The rst two scoringmethods are only a particular caseof the third. It canbe
resolhed by weighted nite automata (WFA), which are nite-state macdines
with weights on ewery transition. They arerepreseted in hardware by a direct
mapping: eah state is materialized into a register, and ead transition is
hardwired asa weight generator,an adderand an optional maximum operator
(linear encaling scheme, gure 17). This kind of mapping is slightly di erent
from a pure systolic implemertation and allows more complex patterns to be
represeted, for instance patterns with badkwards transitions.

Figure 17. Linear enading schemefor the WFA depicted on gur e 15. This archi-
tecture can be vieweal as a shift register in which a p-bit weight is aggegated. A
nal comparator detects the matching subsguenes. The p bits of the weight are a
compound of p 1 bits representing a two's complementinteger, and of one bit for
initialization, over ow, and non-existing transitions.

The scorereported by the WFA is comparedto a threshold. Here we want
to assignto ead sequencean exact scoreand to keeponly the relevant data
above the threshold. On the RDISK system,either we chooseto computethe
full scorein the FPGA (and no falsehit is reported), either we limit the score
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Figure 18. Architecture of the WFA pattern lter 3. Three autreading framesare
read.

computation to a fewer number of bits and the computation is nalized on
the host. As in the rst application, a compromisemust be found to ensure
that the selectivity remainshigh.

In the following, we study only the rst case:asthe scoreis fully computed
in the nodes,the post-processingphasewill be reducedto format the results
and display them to the user.

Filter architecture

When parsing nucleic banks for protein patterns, one must translate ead
group of three nucleotides(a codon) to oneamino acid. There are six reading
frames(three in forward direction, three in reverse).

If onematerializesthree di erent automata (onefor ead direct readingframe),
the input Iter bandwidth is 120Mnt/s ( gure 18). In this case,the disksare
still usedat their maximum capacity of 60.4 Mnt/s. If a larger automaton is
needed,only a singleautomatonis implemerted, the Iter input bandwidth is
then reducedto 40 Mnt/s and becomeghe bottlened.

In this approad, the lter resourceusageis directly dependern on the WFA
size, and on the bitwidth weigh value. The table on gure 19 reports the
maximum number of transitions for di erent valuesof p.

Results

Whereasthe similarity seart wasa programmablearchitecture, this onemust
be synthetised ewery time a new topology of WFA is choosen.Our tool di-
rectly generatesVHDL from an abstract description of the pattern or of the
WFA. Real experimerts were conducted on the EST Canine Database (34
Gnt, NCBI) with 5 olfactive receptors patterns (OR). The WFA describing
those patterns have between11 and 25 transitions, and we implemerted them
usinga 2 lter. The table on gure 20 reports the processingtime and the
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Automaton Input bandwidth Maximum query size

Replication | LUTs || by cycle | at 40MHz | p=6 | p=8 |p=10|p= 12
1 m 1nt 40 Mnt/s 71 53 42 35
2 14p 1nt 40 Mnt/s 35 26 21 17
3 15 3nt 120 Mnt/s 33 25 20 16
6 30p 3nt 120 Mnt/s 16 12 10 8

Figure 19. Maximum lter size for dier ent bit widths p. The LUTs column show
the maximal numkber of LUTs for each transition of the automaton. As the 1 and
the 3 lters parse only the forward direction, two passeswill be needed to parse
the six reading frames.With p= 8and 1 Iter, more than 98 % of the patterns of
the PROSITE bank can be implemented.

Query Nb of | Execution time (s) Ethernet

pattern | threshold hits Tp | To | Ts T user bandwidth
OR1 3 20985 311 | 0.8 | 17.7 | 330 9.48KB/s
OR2 2 13499| 220 | 0.8 | 17.7 | 239 6.10KB/s
OR3 1 17469 241 | 0.8 | 17.7 | 260 7.89KB/s
OR4 1 24178 235| 0.8 | 17.7 | 249 10.93KB/s
OR5 0 21692 287 | 0.8 | 17.7 | 306 9.80KB/s

Figure 20. Results for the pattern searching application with the 2 Iter, which
has an input bandwith of 40 Mnt/s. The de nitions for T, and Ts are the same
asin gure 13. Here an extra time Ty is needed to compile, prepare and broadast
the tailored bitstream to all the nodes. Since this application does not need a heavy
post-processing, the total execution time is equalto T = T+ T¢+ Ts.

Ethernet trac for ead pattern. Like in the similarity seard, only the o -
set of the relevant data is sent to the host. For this application, 8 bytes are
generatedon ewery hit.

As a comparison,we have run the same Itering on a standard 2 GHz PC with
728 MB RAM. Two hours are neededto parsethe whole bank for a pattern
through the six readingframes.Thus oneRDISK nodeis morethan four times
fasterthan this machine: the RDISK-48 cluster is equivalert to a cluster with
192 PCs.
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5 Conclusion

A cluster of recon gurable nodesfor scanninglarge genomicbanks has been
presered. Nodes are made of low cost Xilinx Spartan-2 FPGA tightly cou-
pled with hard disk drive and interconnectedthrough a 100 Mb Ethernet
network. Content-based similarity and pattern sear® applications have been
experimerted on the prototype RDISK-48.

The assaiation of a minimal system node architectured around two main
componerts { recon gurable hardware and hard drive { is the key point of
this project. Comparedto a cluster of PCs, it hasthe following advantages:

Complex Iters can be e ciently parallelized and mapped into hardware.
Dedicated operators tailored to genomicprocessingbring high computing
power, allowing high Iter selectivity.

Genomic banks are scannedat the maximal disk bandwidth: the Itering
task doesnot provide any slov down penalty.

Due to the high selectivity of the lters, the amourt of information needed
to be forwarded to the front end processorremains quite low, and can be
supported by a basic Ethernet network.

Sincethe volume of pertinent data extracted from the disksis small, costly
processingsud as Smith & Waterman algorithm, can easily be performed
by the front end processor(a standard PC), without any extra hardware.

Merging all theseremarkstogether leadsto the designof a powerful low-cost
recon gurable systemdedicatedto the sear® of genomicbanks. We estimate
the cost of one RDISK node to $200,including the hard drive. The complete
RDISK-48 (48 nodes, 2.4 TB of memory, with Ethernet switches, power sup-
plies, rack cabinet...) could be estimatedto $15,000.This is to be compared
with the 192PC clusterto obtain identical performanceon the pattern seart
application (section 4.2).

The great advantage of recon gurable hardware, comparedto VLSI acceler-
ators, is that new hardware can always be imagined without any physical
modi cation. Currently, two rst seard applications have beenimplemerted,
but many others could benet of the RDISK architecture as long as they
require systematicscansof the data. As an example,the iderti cation of pro-
teins by peptide-mass nger printing, or an appraximate SRS-like seart on
the genomicdatabaseannotation would probably t very well with the RDISK
architecture.

We now discussthe ewlution of the RDISK system comparedto a cluster
of PCs. Moore'slaw statesthat the number of transistors per squareinch on
integrated circuits appraximativ ely double every 18 months. In the sametime,
the clock frequencyis only multiplied by 1.5. Thus, processorswill cortinue to
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increasetheir clock speed,and the time for sear@iing a genomicbank will be
tightly correlatedto the clock frequency Other microprocessorimprovemens
(sudh asthe increasingof the cadhe memory or a higher number of oating
point units) will not improve the genomicseard as it is mainly basedon
integer data ow processing.

On the other hand, the clock frequency of FPGA componerts is growing,
but their hardware resourcefollow the exponertial Moore growth aswell, as
illustrated by the introduction of the low cost Xilinx Spartan-2 (XC2S200,
200K gates)in 2001,and the Spartan-3 (XC3S800,800K gates)in 2004:in
3 years, four more time hardware resourcesare available for the samecost.
In addition, asreported in the ITRS reports [AEJ* 02,Com03],from 2001to
2004 the on-dip clock frequencyhas beenmultiplied by 2.47 (1.57 every 18
months). The computing power, as de ned by [Vui94], being the product of
the frequencyand the gate density, we obtain a computing power increasing
of 12 for the last 3 yearsfor this FPGA family.

Thus, cortrary to the microprocessorsFPGA componerts fully bene t of this
raw silicon sizeincreasing. Tomorrov, more and more complex architectures
will t onto thesecomponerts, extending the computing power gap between
microprocessorsand recon gurable customhardware. Focusingon the RDISK
system,the next generationof low-costFPGA componerts, sud asin the Xil-
inx Spartanfamily, will probably hosta hard coreCPU, high-speedlinks, more
embedded memory and recon gurable resourcesequivalert to a few million
gates.In other words, the RDISK prototype boardswe designedwill be avail-
able as on-the-shelhescomponerts with much more processingcapabilities.

If FPGA is apromisingtechnologyto provide high e ciency computing power,
it still remains complexto program. The recon gurable part of the RDISK
nodes are speci ed with a hardware description language(HDL), which re-
quires speci ¢ knowledgein architecture design.The programmability of sut
a systemis thus restricted, and only peopleable to manageboth HDL and C
languagescan claim to program this system.Howe\er, this constrairt can be
releasedoy using high level languagedargetedto generatehardware architec-
ture. In our case,the Stream-Clanguage[GSAKOQ] basedon comnunicating
streams, and targeting FPGA technology is a perfect candidate to improve
the RDISK programming ervironmern.
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