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Abstract

With the advent of increasingly complex hardware in real-time embedded systems (processors with per-

formance enhancing features such as pipelines, caches, multiple cores), most embedded processors use a

hierarchy of caches. While much research has been devoted to the prediction of Worst-Case Execution

Times (WCETs) in the presence of a single level of cache (instruction caches, data caches, impact of cache

replacement policies), very little research has focused on WCET estimations in the presence of cache hierar-

chies.

In this paper, we propose a safe static instruction cache analysis method for multi-level caches. Variations

of the method are presented to model different cache hierarchy management policies between cache levels:

non-inclusive, inclusive and exclusive cache hierarchies. The method supports multiple replacement policies.

The proposed method is experimented on medium-size benchmarks and a larger application. We show

that the method is tight in the case of non-inclusive caches hierarchies and exclusive caches hierarchies,

provided that all cache levels use the Least Recently Used (LRU) replacement policy. We further evaluate

the additional pessimism when inclusion is enforced or when a non-LRU replacement policy is used.

Keywords: Real-time systems, timing estimation, caches, cache hierarchies

1. Introduction

Cache memories are introduced to decrease the access time to the off-chip information due to the in-

creasing gap between fast micro-processors and relatively slower main memories. Caches are very efficient

at reducing average-case memory latencies for applications with good spatial and temporal locality. Archi-

tectures with caches are now commonly used in embedded real-time systems due to the increasing demand

for computing power of many embedded applications.

Regarding cache hierarchies, different cache hierarchy management policies exist. In a non-inclusive

cache hierarchy, when searching for a piece of information, all cache levels are scanned sequentially, and in

case of a cache miss at any level, the cache block is brought into all cache levels in which a miss occured.

Although no mechanism ensures strict inclusion, most information in the L1 cache also resides in the lower

cache levels. In contrast, in inclusive cache hierarchies, all information in the L1 cache must also be in the

lower cache levels, and in case a block is evicted from a cache level, a mechanism invalidates the block in

higher cache levels to enforce inclusion. Finally, in exclusive cache hierarchies, information is in at most

one cache level of the hierarchy, avoiding duplication of information in different cache levels. The obvious

advantage of exclusive caches is that they store more information than inclusive and non-inclusive caches.

Non-inclusive caches are implemented in the Intel Pentium processors II, III and IV. AMD Athlon processors

have exclusive caches. Other processors use different policies along the cache hierarchy; for instance, in the
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IBM Power5 processor, an inclusive policy is used for the L1 and the L2 cache, while exclusion is enforced

between the L3 cache and the L1 and the L2 cache.

A requirement of hard real-time systems is to prove that tasks meet their deadlines in all execution

scenarios, including the worst-case. This proof needs an estimation of the worst-case execution time (WCET)

of any sequential task in the system (see [1] for a survey of WCET estimation techniques and tools). WCET

estimates have to be safe (larger than or equal to any possible execution time). Moreover, they have to

be tight (as close as possible to the actual worst-case execution time) to correctly dimension the resources

required by the system.

The presence of caches in real-time systems makes the estimation of both safe and tight WCET bounds

difficult due to the dynamic behavior of caches. Safely estimating WCET on architectures with caches

requires knowledge of all possible cache contents in every execution context, which requires knowledge of the

cache replacement policy.

During the last two decades, much research has been undertaken to predict WCET in architectures

equipped with caches. Regarding instruction caches, static cache analysis methods have been designed,

based on the so-called static cache simulation [2, 3] or abstract interpretation [4, 5]. Approaches for static

data cache analysis have also been proposed [6, 7, 8]. Other approaches like cache locking have been suggested

when the replacement policy is hard to predict precisely [9] or for data caches [10]. The impact of multi-

tasking has also been considered by approaches aiming at statically determining cache-related preemption

delays [11, 12]. Cache partitioning approaches have also been proposed to eliminate cache-related preemption

delays [13, 14].

To the best of our knowledge, only [15, 16, 17, 18] deal with cache hierarchies. It has been shown in [16]

that [15] can be unsafe for some cache structures and reference streams. In our previous work [16], we have

defined a safe static cache analysis method for hierarchies of instruction caches. [17] and [18] respectively

defined extensions to [16] to hierarchies of data and unified caches. However, [16], [17] and [18] are restricted

to caches with a Least Recently Used (LRU) replacement policy and to non-inclusive cache hierarchies.

The contribution of this paper is the proposal of a safe static cache analysis method for multi-level

set-associative instruction caches. In contrast to previous work, the proposed method supports multiple

replacement policies: Least recently used (LRU), Pseudo-LRU (PLRU), Most Recently Used (MRU), First In

First Out (FIFO), Random). Moreover, the method is able to analyse different cache hierarchy management

policies: non-inclusive, inclusive and exclusive cache hierarchies. The safety of the proposed method, for

the first two policies, relies on the introduced concept of cache access classification (CAC), defining which

references should be considered for the analysis of every cache level, in conjunction with the more traditional

cache hit/miss classification (CHMC).

The paper presents experimental results showing that in most cases the analysis is tight for non-inclusive

cache hierarchies and exclusive cache hierarchies, when the LRU replacement policy is used. Furthermore, in

all cases WCET estimations are much tighter when considering the cache hierarchy than when considering

the L1 cache only. We further evaluate the additional pessimism resulting from non-LRU cache replacement

policies and inclusive cache hierarchies.

The rest of the paper is organized as follows. Related work is surveyed in Section 2. Section 3 then

details our proposal for the LRU cache replacement policy and three different cache hierarchy management

policies: non-inclusive, inclusive and exclusive. The method is extended to non-LRU caches in Section 4.

Experimental results are given in Section 5. Finally, Section 6 concludes with a summary of the contributions

of this paper, and gives directions for future work.
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2. Related work

Caches in real-time systems raise timing predictability issues due to their dynamic behavior and their

replacement policy. Many static analysis methods have been proposed in order to produce safe WCET

estimates on architectures with caches. To be safe, existing static cache analysis methods determine every

possible cache contents at every point in the execution, considering all execution paths altogether. Possible

cache contents can be represented as sets of concrete cache states [11] or by a more compact representation

called abstract cache states (ACS) [4, 5, 15, 3].

Two main classes of approaches [4, 2] exist for static WCET analysis on architectures with L1 caches.

In [4] the approach is based on abstract interpretation [19] and uses ACSs. In this approach, three

different analyses are applied which use fixpoint computation to determine: if a memory block is always

present in the cache (Must analysis), if a memory block may be present in the cache (May analysis), or if a

memory block will not be evicted after it has been first loaded (Persistence analysis). A cache categorization

(e.g. always-hit, first-miss) can then be assigned to every instruction based on the results of the three

analyses. This approach originally designed for LRU set-associative caches has been extended to different

cache replacement policies in [20] but without Persistence analysis. This approach has also been extended in

[16] to analyze multiple levels of caches with the LRU replacement policy only. Our multi-level non-inclusive

cache analysis will be defined using [4], mainly because of the theoretical results applicable when using

abstract interpretation, which allows us to model different replacement policies (LRU, Pseudo-LRU, MRU,

FIFO, Random) for the three fixpoint analyses by using the results presented in [21].

An alternative method, termed static cache simulation was developed in [2]. Static cache simulation

computes abstract cache states using dataflow analysis. Similar to the methods using abstract interpreta-

tion, abstract cache states are used to derive a cache categorization for every memory reference. The base

approach, initially designed for direct-mapped caches, was later extended to set-associative caches in [3].

The cache analysis method presented in [2] has been extended to cache hierarchies in [15]. A separate

analysis of each memory level is performed by first analyzing the behavior of the L1 cache. The result of

the analysis of the L1 cache is consequently used as an input to the analysis of L2 cache, and so on. The

approach considers an access to the next level of the memory hierarchy (e.g. L2 cache) if the access is

not classified as always-hit in the current level (e.g. L1 cache). As shown in [16], this filtering of memory

accesses, although looking correct at the first glance, is unsafe for set-associative caches. Our work is based

on the same general principles as [15] (cache analysis for every level of the memory hierarchy, filtering of

memory accesses), except that the unsafe behavior present in [15] is removed thanks to the introduction of

the concept of cache access classification (CAC), defining which references are used for the analysis of every

cache level.

3. WCET analysis of multi-level caches with the LRU replacement policy

This section focuses on the analysis of instruction cache hierarchies. A hierarchy of N levels of instruction

caches is assumed. The highest cache level in the hierarchy represents the internal cache (L1 cache) which is

the closest to the processor. Cache levels are numbered from 1 (highest cache level in the cache hierarchy) to

N (lowest cache level in the hierarchy). Every cache is set-associative and implements the LRU replacement

policy (this assumption will be relaxed in Section 4). The cache line size of a cache level ℓ has to be bigger

or equal to the cache line size of the upper cache levels. The proposed cache analysis method is defined for

the three classical cache hierarchy management policies:

• Non-inclusive cache hierarchy. When searching for a piece of information in the cache hierarchy, all

cache levels are scanned sequentially, starting from the highest cache level (L1 cache). In case of a

cache miss at any level, the cache block is brought into all cache levels in which a miss occured. In
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case a block is evicted from a cache level, it is not invalidated in the higher cache levels. Although no

mechanism ensures strict inclusion, most information in the L1 cache also resides in the lower cache

levels. This cache hierarchy management policy is also called mainly-inclusive.

• Inclusive cache hierarchy. In inclusive cache hierarchies, all information in the L1 cache must also be

in lower cache levels (L2, L3). One advantage of inclusive caches is that when, in a multiprocessor

system, a cache line has to be removed, checking the lowest cache level is sufficient. In case a block is

evicted from a cache level, a mechanism invalidates the block in higher cache levels to enforce inclusion.

• Exclusive cache hierarchy. In exclusive cache hierarchies, information is stored in at most one cache

level in the hierarchy which virtually increases its size. The advantage of exclusive caches is that they

store more information than inclusive and non-inclusive caches.

It is assumed that the same cache hierarchy management policy is used for all levels in the cache hierarchy.

Whatever cache hierarchy management policy is used, one has to determine for every memory reference

its worst-case behavior with respect to every cache level. This task is performed using the well-known cache

analysis method for a single level of cache, defined in [4]. Section 3.1 gives an overview of this cache analysis

method and describes how the cache analysis results, obtained for each cache level, can be used during the

WCET computation. The next three sections then describe how this single-level cache analysis is used to

analyze hierarchies of caches implementing one of the three common cache hierarchy management policies:

non-inclusive (§3.2), inclusive (§3.3) and exclusive (§3.4) cache hierarchies.

3.1. Single-level cache analysis and WCET computation

3.1.1. Single-level cache analysis

The proposed multi-level analysis is based on the well known single-level cache analysis method described

in [4] and summarized in this section. The analysis presented in [4] is used due to the theoretical results of

abstract interpretation [19].

The following cache hit/miss classification (CHMC), initially defined in [4] is used to classify every

memory reference behavior with respect to the analyzed cache:

• Always-hit (AH): the reference will always result in a cache hit,

• Always-miss (AM): the reference will always result in a cache miss,

• First-miss (FM): the reference could neither be classified as hit or miss the first time it occurs but will

result in cache hits afterwards,

• Not-classified (NC): all other cases.

The single-level cache analysis method detailed in [4], for the LRU replacement policy, is based on three

separate fixpoint analyses applied on the program control flow graph:

• a Must analysis determines if a memory block is always present in the cache at a given point: if so,

the access to this block is classified as always-hit (AH);

• a Persistence analysis determines if a memory block will not be evicted after it has been first loaded;

the classification of accesses to such blocks is first-miss (FM);

• a May analysis determines if a memory block may be in the cache at a given point: if not, the access

to this block is classified as always-miss (AM). Otherwise, if neither detected as always present by

the Must analysis nor as persistent by the Persistence analysis, the access to this block is classified as

not-classified (NC).
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Each of the three analyses computes Abstract Cache States (ACSs) at every basic block. Two functions

on the abstract domain, named Update, and Join are defined for each analysis:

• Function Update is called for every memory reference on an input ACS to compute an output ACS

resulting from this memory reference. This function considers both the cache replacement policy and

the semantics of the analysis.

• Function Join is used to merge two different abstract cache states when a basic block has two prede-

cessors in the control flow graph, for example at the end of a conditional construct.

{r}

+age

{a} {b} ACS in

LRU replacement
policy

LRU replacement
policyintersection

+ maximal age

{a} ACSout{}

+age

{b}

a. Join function of Must analysis b. Update function of Must analysis

abstract cache set abstract cache set
of 2−wayof 2−way {c}

[r]

{r}

{r} {r}

Figure 1: Join and Update functions for the Must analysis with the LRU replacement policy

Figure 1 gives an example of the Join (1.a) and Update (1.b) functions for the Must analysis for a 2-way

set-associative cache with the LRU replacement policy. An age is associated with the cache blocks of the

same set. The smaller the block age the more recent the access to the block. For the Must analysis, memory

block r is stored only once in the associated ACS , with its maximal age. It means that its actual age at

run-time will always be lower than or equal to its age in the ACS . The Join and Update functions are defined

as follows for the Must analysis with the LRU replacement policy (see Figure 1):

• The Join function applied to two ACSs results in an ACS containing only the references present in

the two input ACS and with their maximal age.

• The Update function performs an access to a memory reference r using an input abstract cache state

ACSin (the abstract cache state before the memory access) and produces an output abstract cache

state ACSout (the abstract cache state after the memory access). The Update function maps r onto its

corresponding set in ACSout with the youngest age and increases the age of the other memory blocks

present in the same set in ACSin. When the age of a memory block is higher than the number of ways

of the analyzed cache, the memory block is evicted from ACSout.

For the other two analyses (May and Persistence), the approach is similar and the Join function is

defined as follows:

• May analysis: union of references present in input ACSs , with their minimal age;

• Persistence analysis: union of references present in input ACSs , with their maximal age.

3.1.2. WCET computation

The result of the multi-level analysis is, regardless of the hierarchy management policy modeled and

analyzed, the worst-case categorization of every memory reference with respect to each cache level in the

hierarchy (AH, AM, FM, NC ). In this section, we give the formulae for computing the contribution to the

WCET of the whole cache hierarchy for every reference. In the formulae given below, we assume that the
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contribution to the WCET of a NC reference at level ℓ is equivalent to a miss at level ℓ. This is safe for

architectures without timing anomalies caused by interactions between caches and pipelines, as defined in

[22]. For architectures with such timing anomalies (e.g. architectures with out-of-order pipelines), more

complex methods such as [23] have to be used to cope with the complex interactions between caches and

pipelines.

The common characteristic of all cache hierarchy management policies is that when searching for a piece

of information in the cache hierarchy, cache levels are scanned sequentially starting from the highest cache

level in the hierarchy (L1 cache) until the information is found. Consequently, the cache contribution of every

reference r to the WCET, whose computation is detailed below, is the sum of the cache access latencies from

the L1 cache to the main memory until a hit classification is found.

Let constant Latencyℓ represent the cost in cycles of an access to cache level ℓ (remark: accesses to the

main memory are assumed to always hit). Due to the use of the FM classification, we need to distinguish

the first and the successive occurrences of every reference r. As an intermediate step, two binary variables

named first access may occurℓ(r) and next access may occurℓ(r) are introduced. They represent whether

an access to reference r may occur (1) or not (0) at level ℓ, respectively for the first and next occurrences of

r. These variables are set according to the classification of r in the higher cache level as follows:

first access may occurℓ(r) =































1 if ℓ = 1
1 if first access may occurℓ−1(r) = 1

∧ (CHMCr,ℓ−1 = AM

∨ CHMCr,ℓ−1 = FM

∨ CHMCr,ℓ−1 = NC)
0 otherwise

next access may occurℓ(r) =























1 if ℓ = 1
1 if next access may occurℓ−1(r) = 1

∧ (CHMCr,ℓ−1 = AM

∨ CHMCr,ℓ−1 = NC)
0 otherwise

Binary variables first access may occurℓ(r) and next access may occurℓ(r) can then be used to com-

pute the cache contribution to the WCET of reference r during its first and successive executions, named

hereafter COST first(r) and COST next(r). COST first(r) and COST next(r) are computed as follows:

COST first(r) =

N+1
∑

ℓ=1

Latencyℓ ∗ first access may occurℓ(r)

COST next(r) =

N+1
∑

ℓ=1

Latencyℓ ∗ next access may occurℓ(r)

Finally, variables COST first(r) and COST next(r) give the contribution to the WCET of a reference

r at a given point in the program, that can be used to compute the WCET, using state-of-the-art methods

such as Implicit Path Enumeration Techniques (IPET) [24, 25].

3.2. Analysis of non-inclusive cache hierarchies

In non-inclusive cache hierarchies, the cache levels are scanned sequentially starting from the highest cache

level (L1 cache) until the searched information is found. The information is then stored in all traversed cache

levels. This can be modeled through the three following properties:
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P1. A piece of information is searched for in the cache of level ℓ if and only if a cache miss occurred when

searching it in the cache of level ℓ − 1. Cache of level 1 is always accessed. The age of a cache block

in cache level ℓ is updated at every access to that block in cache level ℓ.

P2. Every time a cache miss occurs at cache level ℓ, the cache line containing the missing piece of information

is loaded into the cache of level ℓ.

P3. There are no actions on the cache contents (i.e. lookups/modifications) other than the ones mentioned

above.

The analysis of hierarchies of non-inclusive set-associative caches consists in applying a slightly modi-

fied version of the single-level cache analysis technique of section 3.1 to each level of the cache hierarchy

successively. The approach analyses the first cache level (L1 cache) to classify every reference according to

its worst-case cache behavior (always-hit, always-miss, first-miss and not classified). Once the first level

of cache has been analyzed, the issue is then to determine which memory references will be filtered by the

L1 cache and should be ignored when analyzing the lower cache levels, and conversely which memory refer-

ences may not be filtered by the L1 cache and should be considered when analyzing the lower cache levels.

In order to safely model the filtering of references in the hierarchy of caches, we introduce the concept of

cache access classification (CAC). For every memory reference r and cache level ℓ, its CAC (Always, Never,

Uncertain-Never and Uncertain) captures if it can be guaranteed or not that r will result in an access to

cache level ℓ.

classification

Cache access
classification

Level L+1

Cache analysis
Level L

Cache access
classification

Level L
references
Memory

computation
WCET

Cache hit/miss
classification

Level L

Cache analysis
Level L+1

Cache access
classification
Level L+2

Cache hit/miss

Level L+1

Figure 2: Multi-level non-inclusive cache analysis framework

The combination of the cache hit/miss classification (CHMC) and the cache access classification (CAC)

at a given cache level is used as an input of the analysis of the next cache level in the memory hierarchy.

Once all cache levels have been analyzed, the cache classification at each level is used to estimate the WCET.

This framework is illustrated in Figure 2.
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3.2.1. Concept of cache access classification (CAC)

In order to know if an access to a memory block may occur at a given cache level, we introduce the

concept of cache access classification (CAC). It is used as an input of the cache analysis of each level to

decide if the block has to be considered by the analysis or not. The cache access classification for a reference

r at a cache level ℓ is defined as follows:

• Never (N): the access never occurs at cache level ℓ;

• Always (A): the access always occurs at cache level ℓ;

• Uncertain-Never (U-N): the access could occur or not the first time but next accesses will never occur

at cache level ℓ;

• Uncertain (U) when the access cannot be classified in the three above categories.

The cache access classification for a reference r at a cache level ℓ depends on the results of the cache

analysis of the reference r at the level ℓ− 1 (CHMC and CAC ). The CAC for r at level ℓ is N (never) when

the CHMC for r at the previous level is always-hit (i.e. it is guaranteed that accessing r will never require

an access to cache level ℓ). On the other side, the CAC for reference r at level ℓ is A for the first level of

the cache hierarchy, or when CHMC and CAC at level ℓ − 1 are respectively always-miss and A (i.e. it is

guaranteed that accessing r will always require an access to cache level ℓ). The CAC for reference r at level

ℓ is Uncertain-Never (U-N) when a FM classification has been detected in the previous cache level. The

CAC for reference r at level ℓ is Uncertain (U) in all the other cases, expressing the uncertainty that the

cache level ℓ is accessed.

Table 1 shows all the possible cases of cache access classifications for cache level ℓ depending on the

results of the analysis of level ℓ− 1 (CACs and CHMCs).

h
h
h
h
h
h
h
h
h
h
hh

CACr,ℓ−1

CHMCr,ℓ−1 AM AH FM NC

A A N U-N U
U U N U-N U

U-N U-N N U-N U-N
N N N N N

Table 1: Cache access classification for level ℓ (CACr,ℓ)

The contents of the table motivates the need for cache access classification. Indeed, in the case of

an always-miss at level ℓ − 1, determining if a reference r should be considered at level ℓ requires more

knowledge than the CHMC can provide: if r is always referenced at level ℓ − 1 (CACr,ℓ−1 = A), it should

also be considered at level ℓ; similarly, if it is unsure that r is referenced at level ℓ − 1 (CACr,ℓ−1 = U or

CACr,ℓ−1 = U −N), the reference is still uncertain at level ℓ.

3.2.2. Cache analysis at each cache level

In its original formulation for a single cache level, all memory references were considered by the Must,

May and Persistence analyses. Extending the single cache level analysis of [4] to multi-level non-inclusive

caches requires a re-definition of the base function Update to take into account the uncertainty of some

references at a given cache level, expressed by the cache access classifications. Function Join does not need

to be modified.

Function Update (named hereafter Updatem to distinguish our function from the original one) is defined

as follows, depending on the CAC of the currently analyzed reference r:
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• A (Always) access. In the case of an A access the original Update function is used.

ACSout = Update(ACSin, r) thus, Updatem ⇔ Update

• N (Never) access. In the case of an N access, the analysis does not consider this access at the

current cache level, so the abstract cache state stays unchanged.

ACSout = ACSin thus, Updatem ⇔ identity

• U (Uncertain) or U-N (Uncertain-Never) access. In the case of a U or a U -N access, the

analysis deals with the uncertainty of the access by considering the two possible alternative sub-cases

(see Figure 3 for an illustration):

– the access is performed, the result is then the same as an A access;

– the access is not performed, the result is then the same as a N access.

To obtain the ACSout produced by a U (or a U -N) access, we merge these two different abstract cache

states by applying the Join function.

ACSout = Join(Update(ACSin, r), ACSin) thus, Updatem(ACSin, r) ⇔ Join(Update(ACSin, r), ACSin)

U or U−N
in

ACS inUpdate(ACS  ,r)inJoin( ),

ACSout

inACS

A access to r N access to r

Join function

inUpdate(ACS  ,r)access
to r

ACS

Figure 3: Updatem function for U (or U -N) access

The original functions Join and Update produce a safe hit/miss classification of the memory references.

In our case, this validity is kept for the A accesses and is obvious for the N accesses. As for the U and U -N

accesses, which are the key to ensure safety, the analyses must keep the semantics of each analysis. For the

Must and Persistence analyses, the Updatem function maintains the maximal age of each memory reference

by the original Join function applied to the two ACS (access occurs or not). Similarly, for the May analysis,

the minimal age is kept by the Updatem function. Therefore, the semantic of each analysis is maintained by

the Updatem function.

Termination of the analysis

It is demonstrated in [4] that the domain of abstract cache states is finite and, moreover, that the Join

and Update functions are monotonic. As a result, using ascending chains (every ascending chain, in a finite

domain, is finite) proves the termination of the fixpoint computation. In our case, the only modification to
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[4] is the Update function. Thus, to prove the termination of our analysis we must prove that the modified

function, Updatem , is monotonic for each type of cache access.

Proof: Each cache access classification is constant for a given cache level. Thus, for an A access,

Updatem is identical to Update, so it is monotonic. For an N access, Updatem is the identity function, so

it is monotonic. Finally, for a U or U -N access, Updatem is a composition of Update and Join . As the

composition of monotonic functions is monotonic, Updatem is then also monotonic. This guarantees the

termination of our analysis for each type of cache access and thus for the whole analysis. ⊓⊔

3.2.3. Example

Figure 4 shows an example of our multi-level cache analysis in a two-level cache hierarchy with 2-way

set-associative caches. Only one abstract cache set per cache level is depicted. Moreover, all references map

onto the same set in the L1 cache and in the L2 cache and each basic block issues only one single memory

reference. The figure depicts for both levels (from left to right):

• the CAC of each memory reference

• the ACS computed by the May and the Must analyses, after termination of the fixpoint computation,

at basic block frontiers (points p1, . . . , p6)

• the CHMC of all memory references

{}

− same set in L1
− same set in L2

mapping interference

a

b

p1

p2

a

b

Memory references

p3

p4p5

p6

Abstract
Cache States
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p2

p3

p4

p5

p6

CAC     = Aa,L1

b,L1
CAC     = A

a,L1CAC     = A

CAC     = Ab,L1

May

Must

May

Must

May

Must

May

Must

May

Must

May

Must

{} {}

{} {}

{b} {a}

{a}{b}

{a} {b}

{a} {b}

{b}{a}

{}{a}

{b} {a}

{b} {a}

{a}

{a}

{}

{}

CHMC     = AMa,L1

CHMC     = NC
b,L1

CHMC     = AHa,L1

CHMC     = AM
b,L1

CAC     = Aa,L2

CAC     = U
b,L2

CAC     = Na,L2

CAC     = Ab,L2

Abstract
Cache States

May

Must

May

Must

May

Must

May

Must

May

Must

May

Must

CHMC

L2 cacheL1 cache

CACCAC

{}

{}

{}

{} {}

{a}

{a}

{a}

{a}

{a}

{a}

{a,b}

{b}

{b}

{b}

{} {}

{} {}

{b} {a}

{a,b} {}

a and b map onto:

Figure 4: Example of L1 and L2 cache analyses

At points p1 and p2, regarding the L1 cache, references a and b are neither in the ACS of the May nor

Must analyses. Thus their CHMCs are always-miss regarding the L1 cache and their CACs are Always

regarding the L2 cache.
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Considering point p3, reference a is present in the Must analysis of the L1 cache, thus its CHMC is

always-hit and its CAC is Never for the L2 cache. Consequently, when analyzing the L2 cache, the age of

reference b at point p4 is unchanged compared to point p3.

At point p5 the input ACSs of the May (respectively the Must) analysis for the L1 and L2 cache are

obtained by joining the corresponding output ACSs of the May (respectively the Must) analysis of points

p2 and p4. For instance, regarding the May analysis, Join( {a} | {} , {b} | {a} ) = {a, b} | {} .

After point p5, the reference to b is absent from the Must ACS but present in the May ACS of the L1

cache. Thus its CHMC for the L1 cache is NC and the CAC for the L2 cache is Uncertain. To deal with

this Uncertain access during the analysis of the L2 cache, we join the ACSs obtained respectively with and

without reference b: for theMay analysis, the result at point p6 is Join( {a, b} | {} , {b} | {a} ) = {a, b} | {}

and for the Must analysis the result is Join( {} | {a} , {b} | {} ) = {} | {} .

This resulting ACS at point p6 shows the impact of uncertain accesses on the Must analysis. There are

only two different accesses in this access sequence, thus intuitively both references a and b will be in the

L2 cache after this program point. Nevertheless, due to the treatment of uncertain accesses, the resulting

ACS of the Must analysis is empty, which is not optimal, but will produce a safe classification if a or b are

accessed after point p6.

3.3. Analysis of inclusive cache hierarchies

Similar to non-inclusive cache hierarchies, inclusive cache hierarchies scan cache levels sequentially until

the searched information is found. However, maintaining cache inclusion (i.e. the contents of every cache

level ℓ is a subset of the contents of every lower cache levels ℓ′ > ℓ) requires additional mechanisms compared

to the ones mentioned in § 3.2. To ensure inclusion, the relaxation of property P3 is required. Property P3

becomes:

P3′. There are no actions on the cache contents (i.e. lookups/modifications) except invalidations of cache

lines to ensure inclusion. The invalidation of a cache line cl at cache level ℓ < ℓ′ occurs when cl is

evicted from cache level ℓ′.

As an example (see Figure 5), let us consider an inclusive cache hierarchy composed of two levels of

caches (L1 and L2). When a cache line is evicted from the L2 cache (a in the example), if this cache line is

also present in the L1 cache, an invalidation of this cache line occurs in the L1 cache to ensure inclusion (L1

⊆ L2).

a

+age

[c]

[c]
+age

byxc

age +age +

+age

byxc

age +

L1 set

L2 set ab
eviction

invalidation

Access sequence: abaxayabac

a b ba c b

x y

Figure 5: Example of a cache line invalidation for inclusive caches (2-way L1 cache and a 4-way L2 cache)

The proposed analysis of inclusive cache hierarchies shares many similarities with the analysis of non-

inclusive caches described in section 3.2: analysis of each cache level in the hierarchy; use of the CAC concept

to determine which references occur at each cache level. The difference comes from the handling of the inclu-

sion enforcement mechanism, which results in the invalidation of cache lines. The presence of invalidations

has an impact on the CHMC of the cache levels suffering from the invalidations (i.e. some accesses previously

classified as hits for non-inclusive caches cannot be classified as hits anymore). Furthermore, it impacts the

CAC because invalidations of cache lines at cache level ℓ result in additional accesses to the lower cache

levels ℓ′ > ℓ. These two aspects are examined in the next two sections.
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3.3.1. Impact of inclusion enforcement on the Cache Access Classification (CAC).

Some cache accesses that would not occur in non-inclusive caches might occur in inclusive caches because

of the invalidations required to enforce inclusion. The exact cache lines to be invalidated at run-time

are not known off-line because the program control flow is input-dependent. As demonstrated in [16],

considering these possible additional accesses as always occurring might not be safe, because this can lead

to an underestimation of the reuse distance of cache blocks.

As a consequence, the analysis framework, presented in § 3.2, is modified such that all accesses to all

cache levels, except the first one, are classified as Uncertain (CACr,ℓ = U for ℓ ≥ 2, and CACr,1 = A).

Due to the local exploration when analyzing Uncertain accesses (see § 3.2), the analysis is safe, albeit more

pessimistic than when dealing with non-inclusive caches. Moreover, it allows each cache level to be analyzed

independently from the others; the analysis is not hierarchical anymore.

3.3.2. Impact of inclusion enforcement on the Cache Hit/Miss Classification (CHMC).

Modifying the CHMC of memory references due to inclusion enforcement mechanisms requires to: (i)

detect cache lines that may have been invalidated in each cache level and (ii) modify the references’ CHMC

to deal with the presence of such invalidated cache lines.

Detection of possibly invalidated cache lines. Let PossiblyEvictedℓ,p denote the set of possibly evicted cache

lines for a given cache level ℓ at a given program point p. Remember that the Persistence analysis determines

if a cache line will not be evicted after it has been first loaded. The implementation of the Persistence analysis

(see [4] for more details) uses a so-called virtual way added to every ACS to store possibly evicted cache

lines. Consequently, no additional analysis is required to identify the cache lines that may be evicted from

a given cache level, the results of the Persistence analysis are sufficient to compute the PossiblyEvictedℓ,p

set.

Modification of CHMC. For each cache level ℓ, the cache analysis is first performed as described in § 3.2,

without considering the invalidations due to inclusion enforcement, but with the CAC of every reference set

to Uncertain (U) for each cache level, except the first one for which CAC remains Always . The obtained

CHMC is then corrected to account for possible cache line invalidations.

For every cache level ℓ, program point p, and memory reference r present in cache line cl, if r’s CHMC

is AH or FM and cl belongs to PossiblyEvictedℓ′,p, with ℓ′ > ℓ , r’s CHMC is changed to NC (meaning

that r could have been evicted to enforce inclusion). Classification NC is used instead of AM for the sake

of safety, because PossiblyEvictedℓ′,p is a superset of the cache lines which could have been invalidated at

runtime. More formally, the CHMC of a reference r is changed to NC if:

(CHMCr,ℓ = AH ∨ CHMCr,ℓ = FM) ∧ ∃cl, r ∈ cl ∧ cl ∈

LastCacheLevel⋃

ℓ′=ℓ+1

PossiblyEvictedℓ′,p

This CHMC modification is too pessimistic for the L1 cache, because it does not capture any spatial

locality of accesses within cache lines. Indeed, since accesses in the L1 cache always occur, even if a cache

line gets invalidated, only the first of consecutive accesses within a cache line will result in a miss. Thus, for

the first cache level, the CHMC of a reference r is changed to NC if:

(CHMCr,ℓ = AH∨CHMCr,ℓ = FM)∧∃cl, r ∈ cl∧cl ∈

LastCacheLevel⋃

ℓ′=ℓ+1

PossiblyEvictedℓ′,p∧FirstAccess(r, cl)

with FirstAccess(r, cl) returning true if r is the first access to cache line cl in a basic block and false

otherwise.

12



Finally, cache line invalidations have an indirect impact on all references whose CHMC is AM. Indeed,

classificationAM is obtained without accounting for cache line invalidations. A reference r might be classified

as AM and still hit the cache because of cache line invalidations. For instance, Figure 5 shows that reference

b remains longer in the cache due to the invalidation of reference a. Since the set of invalidated cache lines

PossiblyEvictedℓ,p is overapproximated, it is not possible to determine if r will actually hit the cache or not.

Thus, for safety considerations, the AM classification of any reference r and cache level ℓ has to be changed

to NC.

3.4. Analysis of exclusive cache hierarchies

Exclusive cache hierarchies have been proposed to virtually increase the size of the cache hierarchy by

storing the information in at most one cache level at a time [26]. When exclusion is enforced, upon a cache

miss in the L1 cache, the information is stored in the L1 cache only and is invalidated in the lower cache

levels if it was present beforehand. The L2 and lower cache levels are then storing information only when a

cache line is evicted from the previous cache level. First, we present the properties of exclusive caches our

analysis relies on, before detailing the analysis itself.

Assumptions

Our modeling and analysis of exclusive cache hierarchies rely on the eight following properties:

P1. A piece of information is searched for in cache level ℓ if and only if a cache miss occurred when searching

it in cache level ℓ− 1. The L1 cache is always accessed.

P2. The age of a cache block in cache level ℓ is updated each time a cache line is inserted in that level.

P3. The age of a cache block in the L1 cache is updated each time the block is accessed.

P4. Every time a cache miss occurs in the L1 cache, the missing piece of information is inserted into the

L1 cache.

P5. A piece of information is stored in at most one cache level in the cache hierarchy. This is achieved as

follows:

– Each time a cache block cb is inserted in the L1 cache, if cb is present in a cache level ℓ > 1, cb is

invalidated in cache level ℓ.

– A cache block cb is inserted in a cache level ℓ > 1 when it is evicted from cache level ℓ− 1.

P6. The numbers of sets of all cache levels are equal.

P7. The cache line sizes of all cache levels are equal.

P8. There are no actions on the cache contents (i.e. lookups/modifications) other than the ones mentioned

above.

Property P6, although restricting the class of exclusive caches that our method can analyze, is common

when implementing exclusive cache hierarchies for the sake of ease of implementation and efficiency. It avoids

creating free cache blocks when invalidating a cache line to enforce exclusion. Instead, cache lines can be

swapped as shown in Figure 6 between blocks b2 and b5 for a two-level cache hierarchy (N = 2). The cache

lines swap can be achieved without additional latency by using buffers between cache levels: one for evicted

cache lines and one for the requested information.

Note that lower cache levels can still be larger than higher cache levels by having a greater associativity

degree.
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of 4 ways

Initial cache contents

L1 cache set

L2 cache set

b1     b2
Reference to b5

(miss in L1 cache)
b3    b4     b5    b6

Final cache contents after:

b1     b5

b3    b4    b2    b6

(a) invalidation of b5 in the L2 cache

    and store of b5 in the L1 cache

(b) eviction of b2 from the L1 cache

    and store in the L2 at b5’s former location

age   0            1

age    0            1          2           3

age   1            0

age   1            2          0            3

of 2 ways

Figure 6: Exclusion enforcement in a 2-level cache hierarchy

Analysis

In the analyses of non-inclusive and inclusive cache hierarchies presented before, the CAC was used to

determine if an access is propagated to the next cache level in the cache hierarchy, and thus if the cache line

has to be loaded in that level. In exclusive cache hierarchies, the insertion of a cache line in a cache level

ℓ > 1 results from its eviction from cache level ℓ− 1. Consequently, the time when a cache line cl is inserted

in a cache level ℓ > 1 is decorrelated from the time when the memory access to cl occurred, making the use

of the CAC concept not appropriate for this kind of hierarchies.

Instead of using the CAC, our approach to analyze exclusive cache hierarchies takes advantage of prop-

erties P6 and P7, which together ensure that all addresses mapped onto one set s in cache level ℓ also map

onto s in cache level ℓ′ (ℓ 6= ℓ′). These properties are used to model the cache hierarchy at every program

point using one unique abstract cache state for all levels of the cache hierarchy, whereas existing hierarchical

cache analysis methods use separate ACSs for each cache level of the hierarchy. The number of sets in this

unique ACS is the common number of sets in all cache levels; the (abstract) associativity of this ACS is

the sum of the associativity degrees of all cache levels of the hierarchy. The cache blocks of the different

cache levels are sorted from the higher to the lower cache level; the ACS maintains the concept of age of

cache lines, but instead of keeping track of the age for every cache level, a global age among all cache levels

is now maintained. This modeling abstracts from a precise analysis of the exclusion enforcement protocol

expressed in property P5; instead, it only analyses the impact of the exclusion enforcement mechanism on

the contents of the cache levels.

As an example, Figure 7 shows that for a cache hierarchy composed of a 2-way associative L1 cache and

a 4-way associative L2 cache (for the sake of simplicity, only one set is depicted in the Figure). As shown in

the Figure, the unique ACS used for modeling the cache hierarchy is 6-way associative.

L2
L1 cache set

L2 cache set

Model

+age

+age

+
of 2 ways

of 4 ways Abstract cache set of 6 ways

{

age

{L1

Figure 7: Exclusive cache hierarchy modeling

The main benefit of using such a representation is that the single-level cache analysis presented in § 3.1

can be directly reused to analyze the exclusive cache hierarchy. In particular, the safety and termination

of the analysis directly results from the safety and termination of the reused single-level cache analysis.

Another benefit of this modeling is that it eliminates the need to model the references that might occur at

every cache level, which can be a source of pessimism.

Once the ACSs are computed at every program point, the classification of each access in each cache level

14



is achieved according to the age of the reference in the abstract cache state of each analysis (Must, May,

Persistence).

• Regarding the analyses for which the maximal age is maintained when joining incoming ACSs (Must

and Persistence), if the age of the reference is comprized between the first way and the last way of

a given cache level, the reference is considered as present in that level. It will be classified as AH

regarding the Must analysis and as FM regarding the Persistence analysis.

• For the analysis for which the minimal age is maintained (May), the reference is considered to be

present in a cache level if the age of that reference is lower than or equal to the position in the abstract

cache set of the last way of that level. Otherwise, it is considered as absent from this cache level.

References not present in the ACS of the May analysis will be classified as AM.

4. Extension to non-LRU replacement policies

So far we have assumed that each level of cache implements the Least Recently Used (LRU) replacement

policy. The method is extended in this section to support non-LRU cache replacement policies.

Static analyses of caches with non-LRU replacement policies have already been proposed in [20, 27].

In [27], relative competitive ratios are computed for a large class of replacement policies. Relative competitive

ratios bound the worst-case performance of one policy relative to the performance of another policy for a given

access sequence. In [20], cache analyses are given for the Pseudo-LRU and Pseudo-Round-Robin replacement

policies. However, only the Must and May analyses were described in [20, 27]. [21] gives bounds on the

minimal life duration and maximal life duration of an element in the cache for different replacement policies

regardless of the initial cache state.

In this paragraph, we describe the Must, May and Persistence analysis for the Pseudo-LRU, MRU, FIFO

and RANDOM replacement policies. The tightness of the cache analyses considering these cache replacement

policies is evaluated in § 5.3.

The analyses are based on the theoretical results described in [21]. In [21], two bounds named respectively

minimum life-span (mls) and evict are established for the above-mentioned replacement policies. These two

metrics are formally defined in [21] as follows, with p the cache replacement policy and k the associativity

degree:

• evictp(k) = min { n : maypk(n) ≤ n}, with maypk(n) the number of cache blocks that may be in the

cache after executing any sequence of length n with pairwise different accesses, regardless of the initial

cache state.

• mlsp(k) = max { n : mustpk(n) = n}, with mustpk(n) the number of cache blocks that must be in the

cache after executing any sequence of length n with pairwise different accesses, regardless of the initial

cache state.

The mls bound determines the minimal life duration of an element in a cache set. The evict bound

determines the maximal life duration of an element in a cache set. The definition of mls and evict in [21] are

defined using sequences of pairwise different accesses. For these metrics to be of practical use, their values

have to be re-defined for arbitrary-length sequences with n distinct accesses. Table 2 presents the modified

values of the mls and evict bounds for the considered replacement policies. Their establishment from the

demonstrations given in [21] is given in Appendix A.

The modified mls bound is used for the analyses where the semantics guarantees the presence of the

reference in the cache (Must and Persistence). The modified evict bound is used for the May analysis where

the analysis determines if the reference may be present in the cache.
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LRU Pseudo-LRU MRU FIFO RANDOM
mls k log2(k) + 1 2 1 1
evict k 2 if k = 2 and ∞ otherwise 2k − 2 2k − 1 ∞

Table 2: Modified mls and evict bounds for k ≥ 2

More precisely, the Must, May, and Persistence analyses operate as described in § 3.2, except that the

number of ways in the ACS may now be different from the cache associativity degree. As illustrated in

Figure 8 for the MRU replacement policy, the number of ways in the ACSs manipulated respectively by the

Must and Persistence analyses is set to mls, while the number of ways in the ACS manipulated by the May

analysis is set to evict.

Notice that, when considering exclusive cache hierarchies, for each analysis, the bound has to be applied

on each cache level before modeling the hierarchy as a unique abstract cache.

and the May analysis (bottom)

+age

+age

+age

Original abstract cache set

evict ways

(LRU replacement policy)

Modified abstract cache set

mls ways

for the MRU replacement policy
Used by the Must analysis (top)

Figure 8: Abstract cache set of the MRU replacement policy for the Must and May analyses

With this representation, the Update/Join functions originally defined in [4] can be directly reused.

Likewise, function Updatem, introduced in § 3.2 as a composition of Update/Join, can be reused. The

monotony of the Updatem function follows, thus ensuring the termination of the analysis.

5. Experimental results

In this section, we evaluate the tightness of the analysis of cache hierarchies comparatively to the execution

in a worst-case scenario. We first describe the experimental conditions (§ 5.1) and then we give and analyze

experimental results, first for non-inclusive caches with the LRU replacement policy (§ 5.2), then with non-

LRU replacement polices (§ 5.3) and finally for inclusive caches (§ 5.5) and exclusive caches. (§ 5.6)

5.1. Experimental setup

Benchmarks. The experiments were conducted on ten benchmarks and two tasks from a larger real ap-

plication (see Table 3 for the application characteristics). The benchmarks are the WCET benchmarks

maintained by Mälardalen WCET research group2. The real tasks are part of the case study provided by

the automotive industrial partner of the Mascotte ANR project3.

2http://www.mrtc.mdh.se/projects/wcet/benchmarks.html
3http://www.projet-mascotte.org/
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Name Description Code size

(bytes)

matmult Multiplication of two 50x50 integer matrices 1200
ns Search in a multi-dimensional array 600
bs Binary search for the array of 15 integer elements 336
minver Inversion of floating point 3x3 matrix 4408
jfdctint Integer implementation of the forward DCT (Discrete Cosine Transform) 3040
crc Cyclic redundancy check computation 1432
qurt Root computation of quadratic equations 1928
fft Fast Fourier Transform 3536
adpcm Adaptive pulse code modulation algorithm 7740
statemate Automatically generated code by STARC (STAtechart Real-time-Code generator) 8900

task1 Confidential 12711
task2 Confidential 12395

Table 3: Benchmark characteristics

Cache analysis and WCET estimation. The experiments were conducted on MIPS R2000/R3000 binary

code compiled with gcc 4.1 with no optimization. The WCETs of tasks are computed by the Heptane

timing analyzer [28], more precisely its Implicit Path Enumeration Technique (IPET4). The Must, May

and Persistence analyses are conducted on every level of the cache hierarchy (sequentially when analyzing

non-inclusive caches). The analysis is context sensitive (functions are analyzed in each different calling

context).

To separate the effect of caches from those of other parts of the processor micro-architecture, WCET

estimation only takes into account the contribution of caches to the WCET as presented in Section 3.1.2. The

effects of other architectural features are not considered. In particular, we do not take into account timing

anomalies caused by interactions between caches and pipelines, as defined in [22]. The cache classification

NC is thus assumed to have the same worst-case behavior as AM during the WCET computation. The

cache analysis starts with an empty cache state, which is safe in the assumed context (absence of timing

anomalies, use of LRU replacement or use of the mls/evict bounds, defined regardless of the initial cache

state).

Measurement environment. Measurements in the worst-case execution scenario use the Nachos educational

operating system5, running on top of a simulated MIPS processor. Due to the difficulty in identifying the

input data that results in the worst-case situation in complex programs, we compare estimations against

measurements for the simplest benchmarks only (matmult, ns, bs, minver, jfdctint); all benchmarks but bs

are single-path programs, and bs is simple enough to make the identification of its worst-case input data

obvious.

Nachos was extended to support a three-level cache hierarchy with the three different hierarchy manage-

ment (non-inclusive, inclusive and exclusive) and with the LRU replacement policy at each level. Due to the

cache domino effects [29] occurring for some non-LRU replacement policies, estimated WCETs are compared

against measurements for the LRU replacement policy only. For all other replacement policies, finding the

WCET, even in case of single-path program, requires an exhaustive exploration of the initial cache state,

which is too expensive.

Cache configurations. The experiments were conducted using different cache configurations summarized in

Table 4. We use two groups of configurations with different cache sizes (small-32-32 and small-32-64 for

4So-called IPET methods estimate WCETs by solving linear equations generated from the program control flow graph [24].
5Nachos web site, http://www.cs.washington.edu/homes/tom/nachos/
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small benchmarks and medium-32-32 and medium-32-64 for the bigger tasks). For each group, the two

configurations are differentiated by the cache line size in the L2 cache: on the one hand, configurations

small-32-32 and medium-32-32 use the same cache line sizes in the L1 and L2 caches, and are intended to

detect if the static analysis captures temporal locality in the L2 cache; on the other hand, configurations

small-32-64 and medium-32-64 use larger cache lines in the L2 and is intended to detect if the analysis

captures both spatial and temporal locality in the L2 cache.

Cache size Cache line size Associativity

L1 L2 L1 L2 L1 L2

small-32-32 1KB 2KB 32B 32B 4 8

small-32-64 1KB 2KB 32B 64B 4 8

medium-32-32 8KB 16KB 32B 32B 4 8

medium-32-64 8KB 16KB 32B 64B 4 8

Table 4: Cache configurations

Metrics. To evaluate the precision of our approach, the comparison of the hit ratio at the L2 level between

static analysis and measurement is not appropriate. Indeed, the inherent pessimism of the static cache

analysis at the L1 level introduces some accesses at the L2 level that may not occur at run-time. Instead,

the results are given using three classes of metrics:

a. The number of references and the number of misses at every level of the cache hierarchy. These values

are given for both the predicted value obtained using static analysis and the measured value obtained

by executing the task in its worst case scenario.

b. The contribution of the memory accesses to the WCET. In order to demonstrate the usefulness of the

multi-level analysis, two estimated values are given: one considering a cache hierarchy (L1+L2) and

one ignoring the L2 cache (all accesses to the L2 cache are considered as misses). An L1 latency of 1

cycle, an L2 latency of 10 cycles and a memory latency of 100 cycles are used. When ignoring the L2

cache, the memory latency is 110 cycles.

Notice that the same latencies for both cache configurations in each group are assumed. Thus, WCET

estimates obtained with an L2 cache line size of 32 bytes and 64 bytes are not comparable.

c. Relative improvement/degradation of cache contribution to the WCET. This value is computed for

a given analyzed cache configuration compared to a baseline cache configuration. The baseline con-

figuration is always the non-inclusive (NI) cache hierarchy management policy with the same cache

replacement policy as the analyzed cache configuration (Analysisevaluated

AnalysisNI
− 1). Notice that, the smaller

this value, the better the WCET estimate of the analyzed cache compared to the baseline cache con-

figuration.

5.2. Results for non-inclusive cache hierarchies with the LRU replacement policy

Precision of the multi-level analysis. In order to determine the tightness of the multi-level analysis, static

analysis results are compared with those obtained by executing the programs in their worse-case scenario.

The analysis tightness is evaluated on the smallest benchmarks (matmult, ns, bs, minver, jfdctint), for which

evaluating the worst-case execution scenario is simple. Cache configurations small-32-32 and small-32-64

are used such that the code of most benchmarks do not fit into the L2 cache.

For each cache configuration, the results are given both for predicted values (left column) and measured

values (right column) in Table 5 with metrics a and b. Regarding the contribution of the memory accesses
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Benchmark Metrics Static Analysis Measurement Static Analysis Measurement

small-32-32 small-32-32 small-32-64 small-32-64
jfdctint nb of L1 accesses 8039 8039 8039 8039

nb of L1 misses 725 723 725 723
nb of L2 misses 101 96 54 49

bs nb of L1 accesses 196 196 196 196
nb of L1 misses 16 11 16 11
nb of L2 misses 16 11 15 6

minver nb of L1 accesses 4146 4146 4146 4146
nb of L1 misses 150 140 150 140
nb of L2 misses 150 140 108 71

ns nb of L1 accesses 26428 26411 26428 26411
nb of L1 misses 23 13 23 13
nb of L2 misses 23 13 20 7

matmult nb of L1 accesses 525894 525894 525894 525894
nb of L1 misses 51 41 51 41
nb of L2 misses 51 38 49 19

Metric a. The number of references and the number of misses.

Benchmark Metrics Static Analysis Measurement Static Analysis Measurement

cache contribution small-32-32 small-32-32 small-32-64 small-32-64
to WCET

jfdctint L1+L2, cycles 25389
24869

20689
20169

L1 only, cycles 87789 87789
bs L1+L2, cycles 1956

1406
1856

906
L1 only, cycles 1956 1956

minver L1+L2, cycles 20646
19546

16446
12646

L1 only, cycles 20646 20646
ns L1+L2, cycles 28958

27841
28658

27241
L1 only, cycles 28958 28958

matmult L1+L2, cycles 531504
530104

531304
528204

L1 only, cycles 531504 531504
Metric b. The contribution of the memory accesses to the WCET.

Table 5: Precision of the static multi-level n-way analysis (4-way L1 cache, 8-way L2 cache). Cache sizes of 1KB (resp. 2KB)
for L1 (resp. L2). Non-inclusive cache hierarchy management policy, the LRU cache replacement policy.
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to the WCET, a single measured value is given in the right column for a cache configuration with both an

L1 cache and an L2 cache.

Two types of behaviors can be observed depending on the application structure, which strongly impacts

the tightness of the L1 cache analysis:

• The first type of situation occurs when the number of L1 misses computed statically is very close to

the measured value (benchmark jfdctint). In this benchmark, the cache analysis of the L1 cache is

very tight due to the application structure (presence of big basic blocks and a small number of control

structures). As a consequence, the reference stream considered during the analysis of the L2 cache is

very close to the accesses actually performed at run-time. Thus, the number of misses in the L2 cache

is also very close to the number of L2 misses occurring during execution. The overestimation of the

computed cache contribution to the WCET is thus very small (2%6). In this case, the overall difference

between static analysis and execution is mainly due to the pessimism introduced by considering the

cache hierarchy (classification as Uncertain of every access whose presence in the L1 cache cannot be

predicted statically).

• The second type of situation occurs when the static cache analysis of the L1 cache is slightly less tight

(smaller basic blocks and a larger number of control structures). This behavior is also present at the

L2 level and it is amplified by the introduction of U accesses. In this case, the multi-level analysis

is still reasonably tight: 8% in average using minver, matmult and ns. The worst tightness occurs

when analyzing bs (71%). This pessimism is due to the classification as FM of the accesses performed

inside the application loop, combined with the low number of iterations of the loop (4). Nevertheless,

it turns out that a lot of accesses, not detected as hits by the L1 cache analysis, are detected as hits

by the L2 cache analysis. The resulting WCET is thus much smaller than if only one level of cache

was considered.

For the largest codes (task1, task2 ), only results of the static cache analysis are given. Since the code sizes

of these tasks are larger than the ones of the simple benchmarks, the cache sizes of the L1 and L2 caches are

set larger (and more realistic) than the ones considered before. We use cache configurations medium-32-32

and medium-32-64 and the results are presented in Table 6.

Notice the rather low number of cache hits detected in the L2 cache in medium-32-32. This behavior

does not reflect a pessimism of the analysis but is instead due to the structure of applications in relation

with the size of the L1 cache: the applications loops entirely fit into the L1 cache and thus there is no reuse

in the L2 cache. When the cache line size in the L2 cache is larger (medium-32-64 ), the number of hits in

the L2 cache increases significantly, because the analysis captures the spatial locality of applications in the

L2 cache.

In summary, the overall tightness of the multi-level non-inclusive cache analysis is strongly dependent on

the initial cache analysis of [4]. Although the L1 analysis is very tight when only the L1 cache is analyzed,

the pessimism of the L1 cache analysis propagates to the next cache levels. It thus degrades the tightness

of the analysis of the cache hierarchy. Nevertheless, for all analyzed codes: (i) the extra pessimism caused

by our multi-level analysis for the sake of safety (introduction of Uncertain accesses) is reasonable, (ii) the

pessimism when analyzing the whole cache hierarchy is much lower than when analyzing the L1 cache only

and systematically assuming a miss in the L2 cache.

6The overestimation is an average of the two considered cache configurations. The overestimation for a configuration is
defined as: (StaticCacheContribution L1+L2

MeasuredCacheContribution
− 1) ∗ 100
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Benchmark Metrics Static Analysis Static Analysis

medium-32-32 medium-32-64
task1 nb of L1 accesses 1873247 1873214

nb of L1 miss 674 669
nb of L2 miss 674 552

task2 nb of L1 accesses 6820 6787
nb of L1 miss 807 806
nb of L2 miss 807 633

Metric a. The number of references and the number of misses.

Benchmark Metrics Static Analysis Static Analysis

cache contribution medium-32-32 medium-32-64
to WCET

task1 L1+L2,cycles 1947387 1935104
L1 only, cycles 1947387 1946804

task2 L1+L2,cycles 95590 78147
L1 only, cycles 95590 95447

Metric b. The contribution of the memory accesses to the WCET.

Table 6: Precision of the static multi-level n-way analysis (4-way L1 cache, 8-way L2 cache). Cache sizes of 8KB (resp. 16KB)
for L1 (resp. L2). Non-inclusive cache hierarchy management policy, the LRU cache replacement policy.

Computation time evaluation. In terms of computation time, analyzing a two-level cache hierarchy always

takes less than 2 minutes for the benchmarks and less than 4 minutes for the larger application on an Intel

Core 2 Duo E6700 (2.66 GHz) with 2GB of RAM.

Results for a 3-level hierarchy. We now evaluate the precision of our analysis with a 3-level cache hierarchy.

The benchmark used for this experiment is an enclosing concatenation of the small benchmarks into a loop

with a number of iterations of two. This concatenation aggregates the different types of code structures

present in the small benchmarks (control code with small basic blocks, computation-intensive code with

larger basic blocks) into the same benchmark.

The cache hierarchy used in this paragraph is small-32-32 extended with a 16-way set-associative L3

cache with 32B cache lines and a latency of 30 cycles. The analysis is experimented on two sizes of L3

caches: 4KB and 16KB, such that the benchmark fits into the L3 cache in the latter configuration and not

in the former.

Size of Metrics Static Analysis Measurement

L3 32B lines for L1 32B lines for L1
cache 32B lines for L2,L3 32B lines for L2, L3
4 KB nb of L1 accesses 1129430 1129425

nb of L1 misses 8669 1852
nb of L2 misses 5236 608
nb of L3 misses 1217 599

16 KB nb of L1 accesses 1129430 1129425
nb of L1 misses 8669 1852
nb of L2 misses 5236 608
nb of L3 misses 348 298

Metric a. The number of references and the number of misses.

Table 7: Precision of the static multi-level analysis (1KB 4-way L1 cache, 2KB 8-way L2 cache and 16-way L3 cache).Non-
inclusive cache hierarchy management policy, the LRU cache replacement policy.

The results are presented in Table 7. The outer loop of this benchmark has a code larger than the L2 cache

size which degrades the precision of the Persistence analysis of the L1 and L2 caches due to the presence of

deeply nested loops. This effect was identified and solved by a multi-loop-level persistence analysis in [30].

In the previous section, we observed that for a 2-level cache hierarchy, when the L1 cache analysis slightly

overestimates the number of misses in the L1 cache, this behavior also occurs in the L2 cache analysis and is
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amplified by the introduction of Uncertain accesses. A similar behavior is observed when analyzing a 3-level

cache hierarchy.

The analysis overestimation is then 21.9% for a 4KB L3 cache and 17.7% for a 16KB L3 cache. However,

in both cases, the resulting WCET is still much smaller compared to an analysis in which only the L1 cache

is analyzed.

5.3. Results for non-inclusive caches with a non-LRU replacement policy

The impact of the cache replacement policy on the cache contribution to the WCET is presented in

Table 8 for cache configurations small-32-32 and small-32-64. For each benchmark, the static analysis

results are presented for each considered replacement policy (LRU, PLRU, MRU, FIFO and Random). As

stated previously, no measurement for the non-LRU replacement policies is presented due to the cache

domino effect [29] which makes the execution of tasks in their worst-case scenario difficult to achieve.

Bench. Metrics LRU PLRU MRU FIFO RANDOM

32B 64B 32B 64B 32B 64B 32B 64B 32B 64B

matmult nb of L1 accesses 525894 525894 525894 525894 525894 525894 525894 525894 525894 525894

nb of L1 miss 51 51 51 51 51 51 38971 38971 38971 38971

nb of L2 miss 51 49 51 49 51 49 38971 38970 38971 38970

L1+L2,cycles 531504 531304 531504 531304 531504 531304 4812704 4812604 4812704 4812604

L1 only,cycles 531504 531504 531504 531504 531504 531504 4812704 4812704 4812704 4812704

jfdctint nb of L1 accesses 8039 8039 8039 8039 8039 8039 8039 8039 8039 8039

nb of L1 miss 725 725 725 725 725 725 725 725 725 725

nb of L2 miss 101 54 725 724 725 724 725 724 725 724

L1+L2,cycles 25389 20689 87789 87689 87789 87689 87789 87689 87789 87689

L1 only,cycles 87789 87789 87789 87789 87789 87789 87789 87789 87789 87789

bs nb of L1 accesses 196 196 196 196 196 196 196 196 196 196

nb of L1 miss 16 16 16 16 16 16 16 16 16 16

nb of L2 miss 16 15 16 15 16 15 16 15 16 15

L1+L2,cycles 1956 1856 1956 1856 1956 1856 1956 1856 1956 1856

L1 only,cycles 1956 1956 1956 1956 1956 1956 1956 1956 1956 1956

minver nb of L1 accesses 4146 4146 4146 4146 4146 4146 4146 4146 4146 4146

nb of L1 miss 150 150 150 150 150 150 282 282 282 282

nb of L2 miss 150 108 150 108 150 108 282 240 282 240

L1+L2,cycles 20646 16446 20646 16446 20646 16446 35166 30966 35166 30966

L1 only,cycles 20646 20646 20646 20646 20646 20646 35166 35166 35166 35166

ns nb of L1 accesses 26428 26428 26428 26428 26428 26428 26428 26428 26411 26411

nb of L1 miss 23 23 23 23 23 23 2652 2652 2652 2652

nb of L2 miss 23 20 23 20 23 20 2652 2649 2652 2649

L1+L2,cycles 28958 28658 28958 28658 28958 28658 318148 317848 318148 317848

L1 only,cycles 28958 28958 28958 28958 28958 28958 318148 318148 318148 318148

crc nb of L1 accesses 141643 141643 141643 141643 141643 141643 141655 141655 141671 141671

nb of L1 miss 101 101 101 101 101 101 18599 18599 18599 18599

nb of L2 miss 101 93 101 93 101 93 18599 18591 18599 18591

L1+L2,cycles 152753 151953 152753 151953 152753 151953 2187545 2186745 2187545 2186745

L1 only,cycles 152753 152753 152753 152753 152753 152753 2187545 2187545 2187545 2187545

qurt nb of L1 accesses 6688 6688 6688 6688 6691 6691 6691 6691 6691 6691

nb of L1 miss 163 163 163 163 655 655 931 931 931 931

nb of L2 miss 163 147 163 147 655 639 931 915 931 915

L1+L2,cycles 24618 23018 24618 23018 78741 77141 109101 107501 109101 107501

L1 only,cycles 24618 24618 24618 24618 78741 78741 109101 109101 109101 109101

fft nb of L1 accesses 80305 80305 80310 80310 80310 80310 80310 80310 80310 80310

nb of L1 miss 6687 6687 9299 9299 11096 11096 12342 12342 12342 12342

nb of L2 miss 326 315 7229 6671 11096 11085 12342 12333 12342 12333

L1+L2,cycles 179775 178675 896200 840400 1300870 1299770 1437930 1437030 1437930 1437030

L1 only,cycles 815875 815875 1103200 1103200 1300870 1300870 1437930 1437930 1437930 1437930

adpcm nb of L1 accesses 187395 187395 187395 187395 187395 187395 184396 184396 184396 184396

nb of L1 miss 3907 3907 9923 9923 16085 16085 28312 28312 28312 28312

nb of L2 miss 3907 3126 3907 3899 12931 15714 28312 28304 28312 28304

L1+L2,cycles 617165 539065 677325 676525 1641345 1919645 3298716 3297916 3298716 3297916

L1 only,cycles 617165 617165 1278925 1278925 1956745 1956745 3298716 3298716 3298716 3298716

statemate nb of L1 accesses 10931 11011 10931 11011 10931 11011 10931 11011 10931 10931

nb of L1 miss 1815 1805 1815 1815 1835 1825 1875 1865 1875 1875

nb of L2 miss 1802 1160 1815 1802 1835 1492 1875 1533 1875 1863

L1+L2,cycles 209281 145061 210581 209361 212781 178461 217181 182961 217181 215981

L1 only,cycles 210581 209561 210581 209561 212781 211761 217181 216161 217181 217181

Metric a. The number of references and the number of misses.
and

Metric b. The contribution of the memory accesses to the WCET.

Table 8: Impact of the cache replacement policy (4-way L1 cache, 8-way L2 cache). Cache sizes of 1KB (resp. 2KB) for L1
(resp. L2). Non-inclusive cache hierarchy management policy, non-LRU cache replacement policy.

As expected from the results published in [21], the cache contribution to the WCET increases when the

predictability of the replacement policy decreases (i.e. LRU � PLRU � MRU � FIFO � RANDOM).

Moreover, similar to the LRU cache replacement policy, we observe that whatever the replacement policy,

the pessimism of the L1 cache analysis propagates to the next cache levels: the better the precision of the

L1 cache analysis for a given replacement policy, the better the precision of the L2 cache analysis.
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Nevertheless, the impact of the replacement policy on the worst-case performance of the cache hierarchy

differs according to the code structure of the benchmarks, in particular their loop size as compared to the

cache size. For adpcm the cache contribution to the WCET increases regularly when the replacement policy

determinism decreases. statemate has the same behavior except for the PLRU replacement policy in the

configuration small-32-64 which suffers from the evict bound and produces a lot of Uncertain accesses to the

L2 and thus degrades its analysis precision. For some other benchmarks, there is a significant gap between

LRU and PLRU (jfdctint and fft), between PLRU and MRU (qurt) or between MRU and FIFO (matmult,

minver, ns and crc). For bs, the cache replacement policy do not impact the results of the analysis, due

to the loops size which fits in the L1 cache even in the case of the reduction of the abstract cache size

caused by the mls bound. For the largest codes (task1, task2 ), results obtained using cache configurations

medium-32-32 and medium-32-64, show the same kind of behavior (see Table 9).

Bench. Metrics LRU PLRU MRU FIFO RANDOM

32B 64B 32B 64B 32B 64B 32B 64B 32B 64B

task1 nb of L1 accesses 1873247 1873214 1873247 1873214 1873247 1873214 1873247 1873214 1873247 1873214

nb of L1 miss 674 669 674 669 674 669 675 670 675 670

nb of L2 miss 674 552 674 552 674 552 675 553 675 553

L1+L2,cycles 1947387 1935104 1947387 1935104 1947387 1935104 1947497 1935214 1947497 1935214

L1 only,cycles 1947387 1946804 1947387 1946804 1947387 1946804 1947497 1946914 1947497 1946914

task2 nb of L1 accesses 6820 6787 6820 6787 6820 6787 6820 6787 6820 6787

nb of L1 miss 807 806 807 806 807 806 809 808 809 808

nb of L2 miss 807 633 807 633 807 633 809 635 809 635

L1+L2,cycles 95590 78147 95590 78147 95590 78147 95810 78367 95810 78367

L1 only,cycles 95590 95447 95590 95447 95590 95447 95810 95667 95810 95667

Metric a. The number of references and the number of misses.
and

Metric b. The contribution of the memory accesses to the WCET.

Table 9: Impact of the cache replacement policy (4-way L1 cache, 8-way L2 cache). Cache sizes of 8KB (resp. 16KB) for L1
(resp. L2). Non-inclusive cache hierarchy management policy, non-LRU cache replacement policy.

The knowledge of this behavior for a given task can be useful at system design time, in order to find the

best trade-off between predictability and system cost, the less predictable cache replacement policies being

in general cheaper to implement.

5.4. Impact of the Uncertain (U) Cache Access Classification

The main purpose of the Uncertain (U) cache access classification, as explained in Section 3.2, is to safely

model the filtering of caches in the cache hierarchy: when it cannot be guaranteed, when analyzing a cache

level ℓ, that a given reference r will hit or miss, classifying r as U in level ℓ + 1 ensures the safety of the

analysis of cache level ℓ + 1. In addition, one can use the U cache access clasification for all accesses to a

given cache level. This is a requirement for the analysis of inclusive caches presented in Section 3.3. It can

also be used to speed up the analysis of a cache hierarchy through a parallel execution of the analyses of all

cache levels.

Obviously, considering all accesses to a given cache level ℓ as Uncertain degrades the precision of the

cache analysis due to the loss of information regarding references to cache level ℓ. This precision loss is

evaluated on a 2-level cache hierarchy in which all accesses to the L2 cache are considered as Uncertain.

Cache configurations small-32-32 and small-32-64 are used for the benchmarks, whereas cache configurations

medium-32-32 andmedium-32-64 are used for the larger tasks (task1 and task2 ). The metric used to evaluate

the precision loss is the relative improvement/degradation between the cache contribution to the WCET with

the CAC of all accesses in L2 cache set to U and the cache contribution to the WCET using the original

CAC for the non-inclusive (NI) cache hierarchy. (AnalysisUncertain

AnalysisNI
− 1). The metric is computed for all the

considered replacement policies (see Table 10).

Two distinct behaviors are observed depending on the cache line size in the L2 cache. When the cache

line size of both cache levels are equal (small-32-32 and medium-32-32 ) the overestimation is most of the

times equal to 0%. In other terms, the pessimism of the analysis is not strongly impacted by U accesses.

This behavior arises because with this configuration only the temporal locality of the application is captured
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Benchmark LRU PLRU MRU FIFO RANDOM

32B 64B 32B 64B 32B 64B 32B 64B 32B 64B

matmult 0.00 % 0.04 % 0.00 % 0.04 % 0.00 % 0.04 % 0.00 % 0.00 % 0.00 % 0.00 %
jfdctint 0.00 % 22.72 % 0.00 % 0.11 % 0.00 % 0.11 % 0.00 % 0.11 % 0.00 % 0.11 %

bs 0.00 % 5.39 % 0.00 % 5.39 % 0.00 % 5.39 % 0.00 % 5.39 % 0.00 % 5.39 %
minver 0.00 % 25.54 % 0.00 % 25.54 % 0.00 % 25.54 % 0.00 % 13.56 % 0.00 % 13.56 %

ns 0.00 % 1.05 % 0.00 % 1.05 % 0.00 % 1.05 % 0.00 % 0.09 % 0.00 % 0.09 %
crc 0.00 % 0.53 % 0.00 % 0.53 % 0.00 % 0.53 % 0.00 % 0.04 % 0.00 % 0.04 %
qurt 0.00 % 6.95 % 0.00 % 6.95 % 0.00 % 2.07 % 0.00 % 1.49 % 0.00 % 1.49 %
fft 0.00 % 0.62 % 0.00 % 0.13 % 0.00 % 0.08 % 0.00 % 0.06 % 0.00 % 0.06 %

adpcm 0.00 % 14.49 % 0.00 % 0.12 % 19.22 % 1.93 % 0.00 % 0.02 % 0.00 % 0.02 %
statemate 0.62 % 45.17 % 0.00 % 0.62 % 0.00 % 19.23 % 0.00 % 18.70 % 0.00 % 0.56 %

Metric c. Relative improvement/degradation of cache contribution to the WCET (AnalysisUncertain

AnalysisNI
− 1).

Benchmark LRU PLRU MRU FIFO RANDOM

32B 64B 32B 64B 32B 64B 32B 64B 32B 64B

task1 0.00 % 0.63 % 0.00 % 0.63 % 0.00 % 0.63 % 0.00 % 0.63 % 0.00 % 0.63 %
task2 0.00 % 22.32 % 0.00 % 22.32 % 0.00 % 22.32 % 0.00 % 22.26 % 0.00 % 22.26 %

Metric c. Relative improvement/degradation of cache contribution to the WCET (AnalysisUncertain

AnalysisNI
− 1).

Table 10: Impact of the Uncertain Cache Access Classification. (4-way L1 cache, 8-way L2 cache). Cache sizes of 1KB (resp.
2KB) for L1 (resp. L2) in top table, 8KB (resp. 16KB) for L1 (resp. L2) in bottom table.

by the L2 cache at runtime. This temporal locality is also, in this case, well captured statically by the

Persistence analysis which does not suffer significantly from U accesses.

The second behavior occurs when the cache line size of the second level (L2) is bigger than the cache

line size of the first level (L1) (small-32-64 and medium-32-64 ). In this configuration, the L2 cache is able

to capture both the temporal and spatial locality at runtime, but unfortunately the cache analysis of the L2

cache is not able to capture spatial locality. Thus, the precision of the cache analysis suffers significantly

from the introduction of the U classification (6.74% in average considering all the different replacement

policies and up to 45.17%). This behavior shows the interest of a precise Cache Access Classification for

non-inclusive caches. It also gives a first idea of the analysis pessimism when considering inclusive caches

(see below for a deeper evaluation of the analysis tightness for inclusive caches).

5.5. Results for inclusive cache hierarchies

To ensure inclusion, cache line invalidations may occur in a cache level when cache lines are evicted

from a lower cache level. This behavior is difficult to predict precisely and thus necessarily results in an

extra pessimism compared to the analysis of a non-inclusive cache hierarchy. We observed, by executing the

benchmarks in their worst-case execution scenario, in a 2-level cache hierarchy with the LRU replacement

policy, that the worst-case execution path and miss-ratios are identical regardless of whether inclusion is

enforced or not. Thus, we propose to evaluate the overestimation introduced by the analysis of the inclusive

cache hierarchy by comparing estimated cache contributions to the WCET with and without inclusion

enforcement mechanisms. The metric used to evaluate the overhead is the relative improvement/degradation

of the cache contribution to the WCET of an inclusive (I) cache hierarchy as compared to a non-inclusive

(NI) cache hierarchy ( AnalysisI
AnalysisNI

− 1). Results are presented in Table 11 and use cache configurations small-

32-32 and small-32-64 for the benchmarks and cache configurations medium-32-32 and medium-32-64 for

the larger tasks.

Let us first examine the analysis pessimism for the LRU replacement policy, which is known to be the

most predictable replacement policy [21]. The results show that when cache lines sizes in both cache levels

are equal, the pessimism resulting from inclusion enforcement is very small.

In contrast, the pessimism gets larger when L2 cache lines are twice the size of L1 cache lines. Moreover,
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Benchmark LRU PLRU MRU FIFO RANDOM

32B 64B 32B 64B 32B 64B 32B 64B 32B 64B

matmult 0.00 % 0.04 % 0.00 % 0.04 % 0.00 % 3.89 % 41.50 % 63.54 % 41.50 % 63.54 %
jfdctint 0.00 % 22.72 % 2.13 % 2.25 % 2.13 % 2.25 % 2.13 % 2.25 % 2.13 % 2.25 %

bs 0.00 % 5.39 % 0.00 % 5.39 % 0.00 % 5.39 % 0.00 % 5.39 % 0.00 % 5.39 %
minver 1.94 % 31.13 % 1.94 % 31.13 % 1.94 % 31.13 % 6.88 % 22.77 % 6.88 % 22.77 %

ns 0.00 % 1.05 % 0.00 % 1.05 % 0.00 % 1.05 % 35.44 % 62.35 % 35.44 % 62.35 %
crc 0.00 % 0.53 % 59.17 % 55.64 % 123.57 % 111.25 % 87.99 % 72.82 % 87.99 % 72.82 %
qurt 0.00 % 6.95 % 41.03 % 59.95 % 47.00 % 79.27 % 36.98 % 44.21 % 36.98 % 44.21 %
fft 0.00 % 0.62 % 21.20 % 19.29 % 23.51 % 21.20 % 15.48 % 11.68 % 15.48 % 11.68 %

adpcm 29.89 % 44.30 % 27.24 % 23.87 % 150.95 % 79.82 % 57.40 % 46.72 % 57.40 % 46.72 %
statemate 41.62 % 104.31 % 40.80 % 41.72 % 39.34 % 66.20 % 36.52 % 62.11 % 36.52 % 37.33 %

Metric c. Relative improvement/degradation of cache contribution to the WCET (
AnalysisI

AnalysisNI
− 1).

Benchmark LRU PLRU MRU FIFO RANDOM

32B 64B 32B 64B 32B 64B 32B 64B 32B 64B

task1 0.00 % 0.63 % 0.21 % 0.86 % 0.23 % 0.87 % 0.26 % 0.91 % 0.26 % 0.91 %
task2 0.69 % 23.17 % 5.76 % 28.83 % 5.94 % 29.05 % 6.55 % 29.88 % 6.55 % 29.88 %

Metric c. Relative improvement/degradation of cache contribution to the WCET (
AnalysisI

AnalysisNI
− 1).

Table 11: Inclusive vs. non-inclusive cache hierarchies. (4-way L1 cache, 8-way L2 cache). Cache sizes of 1KB (resp. 2KB) for
L1 (resp. L2) in top table, 8KB (resp. 16KB) for L1 (resp. L2) in bottom table.

in this latter case, it can be observed that the overhead for an inclusive cache hierarchy is close to the ones

obtained when analyzing a non-inclusive cache hierarchy and considering all accesses in the L2 as Uncertain

(Table 10). This means that the overhead mainly comes from U accesses and not from invalidations in the

L1 cache. This is nonetheless not verified for the two biggest benchmarks (adpcm and statemate) for which

the analysis pessimism is very important. These two benchmarks include loops that are bigger than the

L2 cache. As a consequence, the number of possible cache evictions increases significantly, explaining the

important pessimism of the analysis.

Let us now study the analysis pessimism for non-LRU replacement policies. Similar to the analysis of non-

inclusive caches, the analysis pessimism increases when the determinism of the replacement policy decreases.

Globally, this may in some cases lead to a strong pessimism, because the overhead due to the introduction

of Uncertain accesses and the overhead due to the replacement policy are cumulative. Determining the

cause of this overhead is very difficult due to the difficulties to execute benchmarks in their worst-case

scenario. Whatever the reason, it shows that it is better to use a non-inclusive cache hierarchy with the

LRU replacement policy to obtain tighter WCET estimates.

5.6. Results for exclusive cache hierarchies

In order to determine the tightness of the exclusive cache hierarchy analysis, static analysis results are

compared with those obtained by executing programs in their worst-case scenario. Due to the difficulty

in identifying the input data that results in the worst-case situation in complex programs, we compare

estimations against measurements for the simplest benchmarks only. Cache configuration small-32-32 with

the LRU cache replacement policy is used. As stated previously, no measurement for the non-LRU cache

replacement policy is presented due to the cache domino effect [29] which makes the execution of tasks in

their worst-case scenario difficult.

The results are given in Table 12. For each benchmark, we give three values: the estimated cache

contribution to the WCET (top row), the measured cache contribution along the worst-case execution path

(middle row) and finally the analysis overestimation ( predicted
measured

− 1, bottom row). These three values are

given respectively for an exclusive cache hierarchy (left column) and a non-inclusive cache hierarchy (right

column).

A first important observation is that when analyzing hierarchies of exclusive caches, the predicted value is

generally close to the measured value. A reasonable pessimism, between 0.24% (matmult) and 5.63% (minver)
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is introduced except for bs (39.12%) due to its small number of accesses which increased significantly the

impact of each predicted miss not present at runtime.

If we now compare the analysis overestimation obtained when analyzing exclusive and non-inclusive

caches, we observe that overestimation for exclusive caches is always lower than or equal to the one of

non-inclusive caches. For benchmark jfdctint, the difference is significant. The source of the difference is

that when analyzing non-inclusive caches, the modeling of the accesses in the L2 cache results in additional

pessimism; all references not statically known to hit or miss in the L1 cache are considered as Uncertain

when analyzing the L2 cache.

Finally, a careful look at the Measurement rows shows that among the benchmarks, only jfdctint benefits

from exclusion. For all other benchmarks, the measured cache contribution along the worst-case execution

time is the same regardless of whether exclusion is enforced or not, because in these benchmarks all the

locality is captured by the L1 cache. Considering jfdctint, the analysis of the exclusion mechanism is very

tight, and much tighter than when analyzing non-inclusive caches.

jfdctint Exclusive Non-Inclusive

Static Analysis 24989 25389
Measurement 24769 24869

Overestimation (%) 0.89 2.09

bs Exclusive Non-Inclusive

Static Analysis 1956 1956
Measurement 1406 1406

Overestimation (%) 39.12 39.12

minver Exclusive Non-Inclusive

Static Analysis 20646 20646
Measurement 19546 19546

Overestimation (%) 5.63 5.63

ns Exclusive Non-Inclusive

Static Analysis 28958 28958
Measurement 27841 27841

Overestimation (%) 4.01 4.01

matmult Exclusive Non-Inclusive

Static Analysis 531394 531504
Measurement 530104 530104

Overestimation (%) 0.24 0.26

Table 12: Precision of the static exclusive cache analysis vs. non-inclusive hierarchies and measurements

Let us now compare the analysis results between exclusive and non-inclusive hierarchies for each cache

replacement policy. The metric used to evaluate the benefits of exclusive cache hierarchies (E) compared

to non-inclusive cache hierarchies (NI) is the relative improvement/degradation of the cache contribution to

the WCET of both analysis ( AnalysisE
AnalysisNI

− 1). The results are presented in Table 13.

The first observation is that the WCET estimation of exclusive cache hierarchies is always lower than or

equal to the WCET estimation of non-inclusive cache hierarchies. This behavior is due to the property of

such hierarchies which virtually increase the size of the hierarchy and the analysis is able to take advantage

of it.

We can remark that for a majority of benchmarks, there is a significant gap between both estimation

for at least one cache replacement policy. For instance, matmult with FIFO replacement policy produces a

significant difference (−88.96%). This difference is explained by the fact that the mls bound (1 for FIFO)

artificially reduces the overall size of the cache hierarchy during the analysis. This yields better results

when cache levels are exclusive, since they store more information than non-inclusive caches by avoiding

duplication. Exactly the same behavior occurs for the RANDOM cache replacement policy for which the
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mls bound is also 1. For some other benchmarks, the same behavior occurs with other cache replacement

policies. In each case, it is observed for the cache replacement policy which has been previously (section 5.3,

non-LRU cache replacement policy of non-inclusive cache hierachies) detected as producing a significant

difference in the WCET estimate as compared to more predictable replacement policies.

For bs, statemate and the largest codes, this behavior is not observed which means, even in the case of a

significant reduction of the considered cache size during the analysis, that the size of loops is small enough

and allows the detection of temporal locality captured by both hierarchies.

To conclude, the use of exclusive cache hierarchies is better as compared to non-inclusive cache hierarchy

to produce tighter WCET estimates especially when non-LRU cache replacement policies are used.

Benchmark LRU PLRU MRU FIFO RANDOM

matmult -0.02 % -0.02 % -0.02 % -88.96 % -88.96 %
jfdctint -1.58 % -71.54 % 0.00 % 0.00 % 0.00 %

bs 0.00 % 0.00 % 0.00 % 0.00 % 0.00 %
minver 0.00 % 0.00 % 0.00 % -41.29 % -41.29 %

ns 0.00 % 0.00 % 0.00 % -90.90 % -90.90 %
crc 0.00 % 0.00 % 0.00 % -93.02 % -93.02 %
qurt 0.00 % 0.00 % -68.74 % -27.83 % -27.83 %
fft -0.11 % -79.96 % -37.28 % -9.53 % -9.53 %

adpcm -10.94 % -8.88 % -62.40 % -40.68 % -40.68 %
statemate 0.00 % -0.09 % -1.03 % -2.03 % -2.03 %

Metric c. Relative improvement/degradation of cache contribution to the WCET ( AnalysisE
AnalysisNI

− 1).

Benchmark LRU PLRU MRU FIFO RANDOM

task1 0.00 % 0.00 % 0.00 % -0.01 % -0.01 %
task2 0.00 % 0.00 % 0.00 % -0.23 % -0.23 %

Metric c. Relative improvement/degradation of cache contribution to the WCET ( AnalysisE
AnalysisNI

− 1).

Table 13: Exclusive vs. non-inclusive cache hierarchies. (4-way L1 cache, 8-way L2 cache). Cache sizes of 1KB (resp. 2KB) for

L1 (resp. L2) in top table, 8KB (resp. 16KB) for L1 (resp. L2) in bottom table. Metric: AnalysisE
AnalysisNI

− 1

6. Conclusion

In this paper, we have proposed methods to produce safe WCET estimates of set-associative instruction

cache hierarchies, for different cache hierarchy management policies and different replacement policies.

The experimental results show that the method is precise in many cases (non-inclusive and exclusive

cache hierarchies with the LRU replacement policy) and has a reasonable computation time. Nevertheless,

we have observed that considering inclusion enforcement mechanisms and non-LRU replacement policies

increases the analysis pessimism. Moreover, these two sources of pessimism are cumulative, which results in

some cases in a significant overestimation. Although inclusive cache hierarchies with non-LRU replacement

policies can be analyzed statically, the cache hierarchies to be favored to obtain the tighter WCET estimates

are hierarchies of non-inclusive or exclusive caches with the LRU replacement policy.

In future research we will consider data caches and unified L2 caches, by using for instance partitioning

techniques to separate instruction from data in the L2 cache. We will also extend this approach to analyze

cache hierarchies of multicore architectures (first results can be found in [31, 32]), or systems mixing the use

of different hierarchy management policies.

Acknowledgments. The authors are grateful to André Seznec, Robert Guziolowski, Kevin Williams and to
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Appendix A. Establishment of mls and evict bounds

In this appendix, we establish and prove the soundness of the modified mls and evict bounds to deal with

multiple occurrences of elements in an access sequence. The considered cache replacement policies are FIFO,

RANDOM, PLRU and MRU (see [21] for a precise definition of the replacement policies). The modified

definition of the mls and evict bounds, initially defined in [21], with p the cache replacement policy and k

the associativity degree is:

• evictp(k) = min { n : maypk(n) ≤ n}, with maypk(n) the number of cache blocks that may be in the

cache after executing any sequence of arbitrary length with n different accesses, regardless of the initial

cache state.

• mlsp(k) = max { n : mustpk(n) = n}, with mustpk(n) the number of cache blocks that must be in

the cache after executing any sequence of arbitrary length with n different accesses, regardless of the

initial cache state.

Appendix A.1. FIFO replacement policy

The original and modified mls (1) and evict (2k − 1) bounds are identical for the FIFO replacement policy.

Proof: An access to an element already present in the cache does not change the cache state under the FIFO

cache replacement policy. ⊓⊔

Appendix A.2. RANDOM replacement policy

The mls bound is 1 for the RANDOM replacement policy.

Proof: Any element can be evicted by an access to a distinct element. ⊓⊔

The evict bound is ∞ for the RANDOM replacement policy.

Proof: An element may never be selected for replacement. ⊓⊔

Appendix A.3. PLRU replacement policy

The original and modified mls bounds (log2(k) + 1) are identical for the PLRU replacement policy.

Proof: After the access to an element, its access path, as defined in [21], is 0...0. To replace this element

all bits on its access path must be flipped to 1...1. Accesses to the same element in the considered sequence

may flip bits back to 0 which will increase the duration of the element but cannot flipped more than one bit

to 1 and thus can not reduce this bound. ⊓⊔

The modified evict bound is 2 for k = 2 and ∞ otherwise for the PLRU replacement policy.

Proof:

• k = 2

When the degree of associativity is 2, the access path is composed of only one bit. After the access to

an element e, this bit is flipped. The next access to a different element e′ will flip this bit again which

indicates that, the next access different from e′ will evict e while if e′ is accessed again, the cache state

is left unchanged.
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• k > 2

The infinite access sequence [abcdcecfcgch...] will never evict element a in a 4 associativity degree

cache set. The same kind of access sequence can be construct for any associativity degree greater than

2.

⊓⊔

Appendix A.4. MRU replacement policy

We use the same assumption as [21] that on a cache miss the line with the lowest index (left-most in our

representation) whose MRU-bit is 0 is replaced.

The original and modified mls bounds are 2 for the MRU replacement policy.

Proof: The MRU-bit of an accessed element e is always set to 1. The next access to a different element

e′ may reset all the MRU-bits. If e is the left-most element it will be replaced with the next access to a

different element while if the same element e′ is accessed, the cache state stay unchanged. ⊓⊔

The original and modified evict bounds are 2k − 2 for the MRU replacement policy.

Proof: At some point during the execution of an arbitrary length sequence with k different accesses (hits

or misses), the MRU-bits are reset. After the reset, k − 1 MRU-bits are 0. An additional execution of an

arbitrary length sequence with k − 1 accesses to different elements are sufficient to evict the first inserted

element of the sequence while accesses to same elements may contribute to this eviction (by changing the

value of a MRU-bit to 1) or may left the cache state unchanged (if the MRU-bit is already set to 1). ⊓⊔
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