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Preamble 
 

You will notice that most of the devices used in the exercises are old, both 
regarding their mode of operation and their execution speed. This is a deliberate 
choice. The reasons for this choice are the following: 

• The mode of operation of these devices is simple, which makes their 
mode of operation understandable for the duration of an exercise session 
of two hours, which would be almost impossible with most of current 
systems; 

• Synchronization problems arising with these simple devices are identical 
to those arising with more complex systems; 

• The technology is evolving very quickly, it is unrealistic to have accurate 
time information. 

Any (constructive) comment on this document (confusing text, error) is welcome.   
Please report any issue during the exercise sessions or by e-mail to Isabelle Puaut 
(puaut@irisa.fr). Thanks to Bastien Pasdeloup and Simon Rokicki for 
commenting the first draft of this document. 
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Simple exercises using semaphores 
Objectives 

The objective of this exercise session is to create parallel programs that use 
semaphores to implement common synchronization patterns (mutual exclusion, 
rendez-vous, etc). 

Exercises 

1. Two programs P1 and P2 share two variables a and b (see an 
example of code below). Introduce the synchronization code 
needed to manipulate these variables in mutual exclusion. What 
is the effect of a call to a blocking P inside one of the critical 
section?  

P1:    P2: 

if (a >0) a = a-1;  b = a+4; 

b = b*2; 

2. Let us consider the following two programs P1 and P2: 
 
P1:    P2: 

…    … 

A1    A2 

…    … 
 
Complete (if needed) the code of P1 and P2 such that P2 is 
blocked  at point A2 until the execution of P1 reaches point A1. 

3. Modify the code of the previous question to implement a rendez-
vous between processes P1 and P2 (P1 and P2 mutually wait for 
each other at points A1 and A2). 

4. Generalize the code to implement a rendez-vous between three 
processes  P1, P2 and P3, and then to n processes using an array 
of n semaphores.  
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5. Optimize the previous code to use less than n semaphores. Your 
solution might use a counter of the number of processes having 
reached the rendez-vous point. 

6. The car park of a shopping center has N places, initially empty. 
Each car willing to enter the park is represented by a process. 
Write the synchronization code that ensures that cars are blocked 
outside of the park when it gets full. You are asked to: 

• Use no busy waiting 

• Use a shared variable counting the number of free places 

Process car: 

 <wait for a free place, then enter the park > 

 <stay in the park for an unknown duration> 

 <exit the park> 

7. Is it possible to implement the synchronization code without 
using shared variables, with semaphores only? If you think it’s 
possible, give the corresponding code. 
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Use of the XCHG instruction to 
implement mutual exclusion 
Objectives 

The objective of this exercise is to understand how classical instructions like 
XCHG (x86 instruction) can be used to implement mutual exclusion in 
uniprocessor and multiprocessor architectures. 

Description of instruction XCHG 

Let us consider a uniprocessor architecture with a register-memory exchange 
instruction XCHG operating as follows: 

XCHG  reg,mem 

- Exchanges the contents of register reg and of memory at address 
mem 

- Does not modify the processor condition code 
- Like all instructions, in not interruptible 
- By default, no exclusive access to the bus during the execution of 

the instruction 

Questions 

1. Give the code (in assembly language or pseudo-code) using the 
XCHG instruction, for entering and leaving a critical section 

2. Demonstrate, using timing diagrams, that:  

• The code operates correctly (safety property) on a uniprocessor platform  
• Safety is not guaranteed on a multiprocessor platform 
• Assuming the existence of a LOCK prefix (syntax: LOCK instr) that 

enforces exclusive access to the bus during the execution of instr, modify 
the code such that safety is guaranteed on uniprocessor and 
multiprocessor and demonstrate it.  
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Classical synchronization problems 
coded with semaphores 
Objectives 

The objective of this exercise session is to get familiar with two non-trivial but 
classical synchronization patterns: producer-consumer and reader-writer 
schemes, and program them using counting semaphores.  

Producer-consumer 

Two processes (producer and consumer) share an array of N elements. The 
producer adds new elements in the array, whereas the consumer consumes them. 
The two processes produce and consume one element at a time. The structure of 
the code of the two processes is given below. In the code, the ??? represent 
synchronization code between producer and consumer: 

Producer:    Consumer: 
while (1) {    while (1) { 
 < Compute a piece of data>  ??? 
 ???     <Consume a piece of data from array> 
 < Add it to the shared array>  ??? 
 ???     <Process the received piece of data> 
}      } 

The array in which produced information is inserted by the producer is managed 
as a circular array. The producer uses a production index ifull (index of the last 
filled-in element in the array), whereas the consumer uses a consumer index 
iempty (index of the last removed element in the array). 

1. Fill-in the code of the producer and consumer processes 
(management of the circular array and synchronization code). 

2. Demonstrate, using the property on semaphores e(s) = e0(s) + 
nb_V(s) - nb_P(s), that if none of the processes is in the code 
area between the ???, we have e(sfull) + e(sempty) = N 

3. Extend the code such that multiple producers and consumers are 
supported. It will be assumed that producers produce information 
for any consumer.  
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4. Let’s go back to a single-producer/single-consumer scheme. Re-
write the synchronization code such that the following behavior 
is implemented: when the producer is active, it continues 
producing as long as there are empty entries in the array; when 
the producer is blocked, it is waken up only when there are X 
(X>1) empty entries in the array.  

Reader-writer 

Two types of processes share a piece of information (file, shared variable, data 
structure):  

- The processes that read it (reader processes) 
- The processes that modify it (writer processes).  

 
Read and write operations do not use CPU time and thus in the absence 
of synchronization can execute in parallel.  
 
One wishes to have the maximal parallelism between the processes while 
maintaining the integrity of shared information (no read in parallel with a 
write, no writes operating in parallel). 
 

5. Give the code of the reader and writer processes based on the 
following principles:  

- A writer process gets blocked only when there is a reader or a 
writer process executing; 

- A reader process gets blocked only when a writer process is 
executing 
 

6. What happens in the scenario given in the following table? Draw 
the timing diagram when the code given in the last question is 
executed.  

Arrival date Process Duration 
1 Reader 1 3 
2 Writer 2 2 
3 Reader 2 3 
5 Reader 3 3 

 

7. Re-write the code to eliminate the problem identified in the last 
question. Reader and writer processes will now have the same 
« priority». Upon the arrival of a writer process, all subsequent 
requests, whatever their type (read/write) will be blocked.  
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Simple exercise on input/output (I/O) 
and parallelism 
Objective 

The objective of this exercise is to put into practice your knowledge of 
synchronization using semaphores on a complete yet simple example. The 
exercise will also convince you if still needed that parallelism, through the 
decomposition of a system into multiple processes, improves the system 
performance. The system under study is deliberately generic, i.e. free from low-
level code to implement I/O operations. 

The system under study 

The considered input/output (I/O) system is made of three parts: input, data 
processing and output. These three parts exchange data using two types of 
buffers: input buffers (IB) and output buffers (OB). The individual buffers of the 
same type are chained in a circular list. The following three functions contain the 
code for the three parts: 

• Input(IB) reads data from a peripheral device and fills-in buffer IB. The 
total duration of Input is 20 ms, broken down into an initialization phase 
of 1ms, a waiting phase of 18 ms and a terminating phase of 1ms. The 
initialization and termination phases use CPU time, whereas during the 
waiting phase, the calling process is blocked on a semaphore and does 
not consume CPU time. 

• Process(IB,OB) processes the data contained in IB and puts the result in 
OB. This operation consumes 21 ms of CPU time. 

• Output(OB) sends the data contained in OB to a peripheral device. This 
operation lasts 25 ms, and is broken down as follows: an initialization 
phase of 2 ms, a waiting phase of 22 ms and a termination phase of 1 ms. 
Similarly to Input, only the initialization and termination phases consume 
CPU time. 

In a basic sequential implementation, the I/O system is coded as follows, using a 
single input buffer IB and a single output buffer OB: 

 while (1) { 
  Input(IB); 
  Process(IB,OB); 
  Output(OB); 
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 } 

Questions 

1. What is the duration of one loop iteration of the I/O system? 
What is the CPU utilization ratio? 

The code is now split into several processes to improve the overall performance 
of the I/O system. It is assumed that two different peripheral devices are used for 
the input and the output (i.e. the transfers can be performed in parallel). It is also 
assumed that a context switch occurs only upon a blocking P (no context switch 
when calling V or a non-blocking P).  

The timing diagrams will clearly show which process is executing on the CPU at 
any time.  

A call to function x = next(x) will be used get the next buffer in a circular list of 
buffers.  

2. The system is decomposed into two processes, one calling Input, 
and the other one calling Process and Output.  

• How many IB and OB buffers are required to maximize the 
parallelism? 

• Give the code of the two processes, including 
synchronization code. 

• Draw a timing diagram of the I/O system. What is the 
duration of one cycle when the permanent state of the system 
is reached? 

3. Re-consider question 2 in an I/O system made of two processes, 
one calling Input and Process, and the other one calling Output.  

4. The I/O system is now split into three processes that respectively 
call Input, Process, and Output.  

• What is the expected cycle duration once the permanent state 
is reached?  

• Give the code of the three processes, including 
synchronization code. 

• Show on the timing diagram that the scheduler at some point 
will have to arbitrate between two processes. Propose and 
motivate the arbitration rule you would select. 

• Give the complete timing diagram. 
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Programming of a character 
input/output driver 
Objective 

The objective of this exercise is to program a character device driver using first 
busy waiting, then using interrupts. The I/O controller is intentionally very simple 
and free from any low-level code (e.g. access to the controller registers). 

The serial communication hardware 

Serial hardware is used to communicate between two computers. The hardware 
supports to be used simultaneously to send and receive data ("full-duplex").  

The serial hardware controller has four internal registers: 

- An input register used when receiving characters 
- An output register used when sending characters 
- A status register used to read the status of the serial 

communication hardware 
- A control register used to configure the serial communication 

hardware. The controller can be configured in busy-waiting or 
interrupt mode individually in send and receive modes. 

 

The following primitives are introduced to be independent from the low-level 
characteristics of the hardware:  

- void read(char *c): reads the input register into one byte at 
address c; 

- void write(char c): writes byte c in the output register; 
- char send_status: returns true when the output register is empty; 
- char receive_status: returns true when the input register is full; 
- void enable_it_send(): an interrupt on interrupt level it_send is 

posted by the controller when the output register gets empty. The 
interrupt signal is acknowledged by writing a character on the 
output register; 

- void enable_it_rec(): an interrupt on interrupt level it_rec is 
posted by the controller when the input register gets full. The 
interrupt signal is acknowledged by reading the input register; 

- void disable_it_send(): the controller will never post interrupts 
on level it_send; 



 

11 

 

 

 

 

 

 

- void disable_it_rec(): the controller will never post interrupts on 
level it_rec; 

- void init(): initializes the controller; disables interrupts on levels 
it_send and it_rec. 

Interrupt levels it_send and it_rec are separated, level it_rec having a higher 
priority than level it_send, i.e. the interrupt service routine (ISR) of level it_send 
is interrupted to execute the ISR of level it_rec when a reception interrupt is 
posted. 

Questions 

It is first assumed that a single process uses the serial link. The interface of the 
driver is the following:  

- void tty_init(void): Itinializes the device driver; 
- void tty_send(char *l): sends the zero-terminated character string 

l (zero included) on the serial link;  
- void tty_rec(int *lg, char *l): receives a zero-terminated 

character string and copies it at address l; the string length is 
returned in lg.  
 

1. Write the code of tty_init, tty_send and tty_rec using busy 
waiting. Note that due to the use of busy waiting, tty_send and 
tty_rec are necessarily synchronous. 

2. Write again the code of tty_init, tty_send and tty_rec, now using 
interrupts in both send and receive modes. Routine tty_send will 
be non blocking. It will fill in a buffer large enough to store one 
line and return as soon as the string is copied into the buffer. In 
reception mode, characters will be stored in a reception buffer 
when they arrive until the last character of the string is received; 
the  tty_rec routine will return the buffer contents if the string 
was entirely received, or block otherwise. The send and receive 
buffers will be considered as full as soon as soon as they contain 
a character string, whatever the string length (no circular 
management of the buffers). 

3. Does the sharing of the serial communication hardware raise 
some consistency issues on the sent/received character strings for 
the code you wrote in the last two questions? If so, modify the 
code accordingly. 
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Disk input/output operations 
Objective 

The objective of this exercise session is to program a simplified disk I/O driver in 
the case disk I/Os are controlled by a different processor from the one used to 
execute programs (e.g. processor embedded in the disk controller). We will be 
particularly interested in synchronization issues. 

System under study 

A. The I/O procedures called by user programs 
A user program willing to start an I/O operation calls function read or write 
depending on the direction of the transfer. Each of these functions determines, 
thanks to the disk address, on which disk the I/O should take place, and fills in an 
IOCB (Input Output Control Block).  

 

 

 

 

 

The IOCB is then chained in an IOCB list scanned by the driver process(es). The 
two following indivisible functions will be used to manage lists of IOCBs. 

- in_queue(l,iocb) to put the IOCB iocb at the tail of list l 
- out_queue(l,iocb) to extract the first IOCB from l and copy it in 

the local area iocb. 
 

B. The embedded I/O processor in the disk controller 
The system may be equipped with several disks. A disk controller may manage 
one or several disks. 

A processor that is embedded in the disk controller manages the exchanges 
between the disk memory and the processor memory. This processor will be 
named I/O processor to contrast with main processor. The I/O processor executes 
basic commands (seek, transfer). It can execute only one command at a time. SIO 
(for Start Input Output) will be used to transmit a command to the I/O processor. 

SIO(a, b, @) will be used to send a command to the I/O processor: 

 

IOCB 
IOCB.sema 
IOCB.seek 
IOCB.transf 

To link IOCBs together 
Private semaphore for synchronization 
Seek command 
Transfer command 
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  a is the number of the I/O processor  

  b is the number of the disk 

  @ is the address of the I/O processor instruction (disk command) 

The I/O processor recognizes two commands: 

- seek to move the disk head to a given track. This command is 
transmitted to the disk by the I/O processor, and the I/O 
processor can be reused immediately after the SIO. 

- transfer. This command is transmitted to the disk, but the I/O 
processor should not be used before the end for the transfer (the 
I/O processor is in charge of copying the data into the main 
memory).  
 
For instance: 
a = 0; 
b = 1; 
SIO(a, b, &IOCB.posit)  transmits a seek command to the disk number 1 
of the I/O processor number 0. 

C. The disk hardware 
There is a hardware semaphore per I/O processor and disk, known by the 
hardware and the software, and initialized to zero at boot time. sema(a,b)  is the 
semaphore corresponding to the I/O processor number a and the disk number b.  

Characteristics of the disk: 

- Mean seek time : 60 ms, rotational delay: 16ms 
- Number of sectors per track: 8, length of the transmitted data 

during one transfer: 1 sector 

Configuration with a single disk 

1. Give the code of the I/O operation read, without detailing how to 
fill in the IOCB  

2. Give the code of the associated disk driver that executes the SIO 
operations 

3. Compute the average duration of a disk I/O. What is the average 
utilization ratio of the I/O processor?  

Configuration with 8 disks and one I/O processor 

In this part, the (still unique) I/O processor manages the 8 disks. 

4. What benefit do your see in having a driver process per disk? 
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5. Modify the I/O operation read 

6. Give the code of one of the disk drivers 

Configuration with 8 disks and 2 I/O processors 

In this part, the I/O processor number 0 manages the disks 0 to 3, and the I/O 
processor number 1 manages the disks 4 to 7. 

7. Modify the code of read and disk driver accordingly. 

Configuration with 8 dual-access disks  

In this configuration, any of the two I/O processors can be used to transmit a 
command to any disk. Similarly, the seek and transfer commands don’t need to 
be sent by the same I/O processor. 

8. What is the benefit of this new configuration compared to the 
previous one?  

9. One may specialize one I/O processor to transmit seek commands 
to the disks, and the other to send transfer commands. What are 
the pros and cons of such a specialization? 

10. Now assuming that any I/O processor may serve any class of 
command, modify the code accordingly. 
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Design of a print server 
Objective 

A print server is a program that buffers the files to be printed until the printer is 
ready. The objective of this exercise is to design a print server as efficiently as 
possible, i.e. allowing to print the contents of a file in parallel with another CPU 
usage. We also examine the use of a DMA to accelerate data transfer. 

The printer used (line printer that you have seen only in the attic of your parents) 
is not there only by pure nostalgia for its soft crackling, but also because its 
variable time to print a character introduces interesting synchronization issues. 

System under study 

Characteristics of the disk  
- Average seek time: 30 ms  
- Rotational delay: 160 ms  
- 32 sectors per track 
- 128 bytes per sector  

 
Function void read_sector(int nb, char *buf, int *nbread) transfers nb 
consecutive disk sectors of a file in buffer buf. nbread returns the number of 
sectors actually read. read_sector is a blocking function. It requires 1 ms of CPU 
time whatever the number of transferred sectors.  

The average seek delay will be assumed for every call to read_sector.  

Characteristics of the printer  
The line printer accepts the characters to be printed one by one, and starts the 
actual printing when an end of line character ‘\n’ is received. During the transfer 
phase, the printer imposes a delay of 200 microseconds to store a character. Upon 
receipt of a ‘\n’ character, 300 ms (in addition to the 200 microseconds) are 
needed to print the entire line. 

The printer can be commanded by using three registers: data, control and status.  

When the printer is ready to receive a character, this is reflected in the contents of 
its status register, and an interrupt is posted (when interrupts are enabled). 
Interrupts are enabled (respectively disabled) by writing value "it-enabled" 
(respectively "it-disabled") in the control register. The interrupt signal is 
maintained as long as the printer is ready to accept a new character. 
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File to be printed 
When evaluating the performance of our print server, we will consider the 
printing of a single 50000-byte long file, composed of 1000 lines. A line is a null-
terminated sequence of characters. The maximum line length is 128 bytes (‘\n’ 
included).  

Unless otherwise indicated, the bytes within a line form a continuous sequence 
not necessarily aligned on sector boundaries. 

Character '\0' will be used to fill in incomplete sectors. Transferring ‘\0’ to the 
printer takes 200 microseconds like any other character. However, the printer will 
ignore such characters during the printing phase.  

Processor 
30 microseconds are needed to save the processor context in memory, as well as 
to restore the processor context from memory. All other overheads (run-time of 
the interrupt service routine, execution time of the code of the print server) will 
be neglected in the performance evaluation. Only the context switch time and the 
CPU time required by function read_sector will be taken into consideration.  

A) Basic version of the print server  

The basic version of the print server is made of a process and an interrupt service 
routine:  

Printer ISR:   Print server  
data = *p;    while (1) {  
count = count-1;    read_sector(1,buf,&nbread); 
if (count == 0) {   if (nbread==0) break;  
  control="it_disabled";  p=buf;  
  V(sema);   count = 128; 
}      control = "it-enabled"; 
else  p = p+1;    P(sema);  
RTI    }    
       
The pointer p and the variable count are global variable, shared between the print 
server process and the ISR.  

1. What should be the initial value of semaphore sema? Explain the 
role of the two instructions that modify the control register. 

2. What is the time interval between the transmissions to the printer 
of two consecutive characters located in the same line, belonging 
to the same disk sector and already loaded in memory?  

3. Give a timing diagram corresponding to one iteration of the print 
server loop, and corresponding to a 50-bytes line (‘\n’ included). 
Give the total duration of the printing of the entire file.  
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4. Compute the utilization ratio of the disk, of the printer, and of the 
processor.  

B) Modification of the file system organization 

The file system is modified such that one sector now contains exactly one line. 

5. Modify the code to cope with this new organization.  

6. Draw the new timing diagram.  

7. Compute the utilization ratio of the disk, of the printer, and of the 
processor.  

C) Optimized version of the print server  

Due to the large disk overhead of solution B), the initial disk organization is kept.  

8. Show on a timing diagram that the performance of solution B) 
can be maintained if two line-size buffers are used. 

9. Give the code of the modified ISR and print server.  

10. Function read-sector can be delayed due to disk accesses 
performed by other processes than the print server. Which delay 
can be supported without slowing down the printer? 

D) Increase of print capacities  

A second printer and a DMA channel (Direct Memory Access) are added to meet 
increasing printing demands (see picture below):  

 

 

 

 

 

 

 

 

 

The DMA channel has three registers: dma.address, dma.size, dma.status. When 
the printer control register is set to value "transfer with dma", no printer 
interrupts are posted anymore, and transfers are performed without CPU 

 

Address bus 
Data bus 

Printer 

UC DMA 

Printer 

Memory 
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intervention. When all bytes have been transferred, a DMA interrupt is posted 
and dma.status changes to “end of transfer”. Reading the DMA status register 
acknowledges the interrupt and resets the DMA status register to its initial value.  

The two printers and the DMA share the same interrupt level (one has to read the 
printer/DMA status register to identify the source of the interrupt).  

11. What is the value of dma.size that yields to the most efficient use 
of the DMA channel?  

12. Give the successive values that will be written in the printer 
control register, and explain why you selected them. 

13. Give the code of the interrupt service routine and the code of the 
print server.  

14. Compare this solution to a duplication of the code of part C.  

 


